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Abstract 
Selectivity estimation of queries is an important and well- 
studied problem in relational database systems. In this paper, 
we examine selectivity estimation in the context of Geographic 
Information Systems, which manage spatial data such as 
points, lines, poly-lines and polygons. In particular, we focus 
on point and range queries over two-dimensional rectangular 
data. We propose several techniques based on using spatial 
indices, histograms, binary space partitionings (BSPs), and 
the novel notion of spatial skew. Our techniques carefully 
partition the input rectangles into subsets and approximate 
each partition accurately. We present a detailed experimental 
study comparing the proposed techniques and the best known 
sampling and parametric techniques. We evaluate them 
using synthetic as well as real-life TIGER datasets. Based 
on our experiments, we identify a BSP based partitioning 
that we call Min-Skew which consistently provides the most 
accurate selectivity estimates for spatial queries. The Min- 
Skew partitioning can be constructed efficiently, occupies very 
little space, and provides accurate selectivity estimates over a 
broad range of spatial queries. 

1 Introduction 
Geographic Information Systems (GISs) have gener- 
ated enormous interest in the commercial and research 
database communities over the last decade. GISs typi- 
cally store and manage spatial data such as points, lines, 
poly-lines, polygons, and surfaces and hence are of- 
ten referred to as spatial databases. Several commer- 
cial database systems that manage spatial data are now 
available. These include ESRI’s ARC/INFO [ARC93], 
InterGraph’s MGE [Int97], MapInfo [Map981 and In- 
formix [Ube94]. Most other leading database vendors 
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either offer some kind of support for spatial data or are 
in the process of providing such support. GISs have 
also been the focus of much research, mostly towards 
efficient manipulation and access[Sam89a, Sam89bl 
and more recently, towards research prototypes[DeW94, 
GRSS97]. 

As in relational database systems, there are many 
modules of a spatial database system that require ac- 
curate estimates of query result sizes. Such estimates 
are used in a variety of ways. For example, query opti- 
mizers use query result size estimates to determine the 
most efficient way to execute queries [SAC+79]. Esti- 
mates are also used by database systems to give users 
feedback about the running times of their queries before 
the queries are actually executed. Since it is impractical 
to run the entire query to compute the result sizes, most 
commercial systems use some form of statistics to ap- 
proximate the underlying data and estimate result sizes 
based on these statistics. 

A variety of techniques have been proposed in the 
literature to compute estimates of query result sizes 
in relational databases. The most common ones use 
histogrums[Koo80, Poo97], sampZes[LNS90], or are 
based on parametric techniques that model the data via 
a standard mathematical distribution[CR94, BF95]. Of 
the various techniques, histograms, in particular, have 
proved very popular in database systems because they 
can be computed efficiently, use very little space (on 
the order of a few hundred bytes per relation), and 
do not require that the input distribution be known in 
advance.a They work by partitioning the input into 
a small number of subsets called “buckets”, and by 
using approximations for each bucket to model the 
distribution of tuples within. Query result estimates 
are then obtained by processing the query against the 
buckets and the approximations used therein. 

The problem of selectivity estimation for spatial 
data is very different from the relational selectivity 

aHowever, one can construct distributions that cannot be approxi- 
mated well using histograms in a small amount of space. 
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estimation problems that have been studied extensively 
in the database literature. Most previous works have 
focused on approximating the distributions of single 
numerical attributes. Even the ones studying multi- 
dimensional data [PI97, MPS99] have concentrated on 
approximating theji-equencies of points in space. Many 
of these techniques are aimed at data with highly skewed 
frequencies. However, they do not perform as well when 
the frequency domain is relatively uniform but the value 
domain (i.e., placement of points in space) is skewed. 

Spatial selectivity estimation differs in two impor- 
tant aspects from traditional selectivity estimation: (i) 
The individual spatial entities may differ in shape and 
size; (ii) The distribution of frequencies over the in- 
put domain does not vary dramatically in spatial data, 
whereas the values are spread non-uniformly in space. 
(This corresponds to the fact that not many spatial en- 
tities cover the same point.) Hence, the problem of ap- 
proximating spatial data requires techniques for accu- 
rately approximating the value domain of a distribution. 
Even in the context of uni-dimensional point data, this 
has been known to be one of the most difficult prob- 
lems in selectivity estimation [HNSS95, GG82, Poo97]. 
To the best of our knowledge, only Belussi and Falout- 
SOS [BF95] have addressed the problem of spatial selec- 
tivity estimation and they concentrate only on point data 
(issue (ii) above). 

Motivated by the above reasoning, we study the 
problem of selectivity estimation of point and range 
selection predicates over spatial data. In particular, 
we concentrate on two-dimensional rectangular data. 
This is an importanlt problem because it is customary in 
spatial database systems to approximate spatial objects 
using their minimum bounding rectangles(MBRs) and 
perform query proc:essing with the MBRs as much as 
possible. (Spatial objects themselves often need such 
large representations that it becomes very cumbersome 
and inefficient to manipulate them directly.) Though we 
concentrate primarily on rectangular data in this paper, 
our techniques are a.pplicable to point and linear data as 
well. 

Our contributions are as follows: 

l We present several novel grouping techniques for 
approximating spatial data. In addition to analogues 
of techniques used in relational databases, we pro- 
pose new techniques based on using spatial indexes 
for selectivity estimation. We also propose novel 
techniques based on the notions of spatial density 
and spatial skew. These features of the data capture 
the underlying input data distribution in a concise 
manner and allows us to devise accurate techniques 
for selectivity estimation. 

l We provide a det.ailed experimental study comparing 

l 

the various techniques on both synthetic and real- 
life datasets. Our results show that a density-based 
technique that we call Min-Skew outperforms the 
other techniques over the entire data and query 
spectra. The technique is not only computationally 
efficient but also has low memory requirements even 
for large dataset sizes. Our studies also show that 
straightforward application of techniques from the 
one-dimensional world, such as sampling, are not 
effective in the spatial domain. 

We also identify a seemingly counter-intuitive fact 
in spatial selectivity estimation: using the data at 
too fine a level of detail sometimes result in poor 
performance when answering large queries! We 
use this observation to develop a technique called 
progressive spatial refinement to improve Min-Skew 
further. 

The rest of this paper is organized as follows. Sec- 
tion 2 contains a formal problem description. Section 3 
offers a high-level discussion of possible solutions to the 
problem and presents some basic techniques for spatial 
selectivity estimation. Section 4 presents more sophisti- 
cated techniques for spatial selectivity estimation. Sec- 
tion 5 presents the results from an extensive series of 
experiments on real-life and synthetic data. We iden- 
tify Min-Skew as the clear winner and suggest further 
improvements to it. We present our conclusions in Sec- 
tion 6. 

2 Problem Formulation 

In this section, we formally define the specific class of 
selectivity estimation problems addressed in this paper 
and develop a notation for describing spatial data. 

Consider a relation R containing an attribute A 
whose domain is the set of (two-dimensional) rectan- 
gles. The distribution 7 of A is the set of rectangles 
{7-1,T2,.. . ,TN} where pi = [(xi, yi), (~5, y:)]. The 
two components of rectangle ri specify its lower-left 
and upper-right corners respectively. The xi’s and yi’s 
are assumed to come from an integer or real domain. 
We denote the area of the minimum bounding rectangle 
(MBR) of the input rectangles in 7 by Area(T). IV,,, 
and Havg denote the average width and height of the 
rectangles contained in 7 respectively. Finally, denote 
the sum of areas of all the rectangles in 7 by TA. 

A range query predicate is specified as a rectangle 
Q = [(qz’, qyl), (qa2, qy2)]. Note that this definition 
can be used to specify point queries as well by setting 
qs’ = qx2 and qyl = qy2. The result size I&I is the 
number of rectangles in the input that have a non-empty 
intersection with the query rectangle. The selectivity of 
query Q is the fraction I&I/N. Computing the exact 
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selectivity of a query requires us to either scan the 
input dataset or to use an index to find the number of 
input rectangles that intersect with the query. Clearly, 
both of these options are too expensive to be useful in 
most contexts (including query optimization), because 
they may require several disk accesses and involve a 
significant amount of processing. Hence, one is forced 
to summarize or approximate the input data so that it can 
be represented compactly. The approximations are then 
used to estimate selectivities. We define the problem of 
selectivity estimation for rectangular data to be that of 
estimating IQ] f or an arbitrary range query Q given an 
input distribution 7. This problem is the focus of this 
paper. 

3 Techniques for Approximating Spatial 
Data 

In this section, we examine various techniques for ap- 
proximating spatial data. Our main focus is on the broad 
class of non-parametric techniques which approximate 
the data using a small amount of space, typically in tab- 
ular form. First we present a very simple technique that 
is analogous to the traditional uniform distribution as- 
sumption made in relational databases [SAC+79]. 

3.1 Uniformity Assumption for Spatial Data 

The simplest technique for approximating spatial data is 
to assume that the input rectangles are of identical width 
and height, and are distributed uniformly in the input 
space. The formulas for estimating the result sizes of 
point and range queries under this assumption are given 
below. 

Point Queries: For point queries, one has to return 
the number of rectangles that overlap a particular point. 
One applies the uniformity assumption by calculating 
the average number of rectangles hit by a point query 
within the input MBR. The average here is over all the 
point queries within the MBR. It is easily shown that 
this average can be obtained by taking the ratio of the 
total area of the all the input rectangles to the area of the 
input’s MBR ( hs). 

Range Queries: For range queries, the natural uni- 
formity assumption is that rectangles are of identi- 
cal width and height uniformly distributed within the 
input MBR. The number of rectangles that a query 
Q = [(qz’,qyl), (qz2,qy2)] intersects can be calcu- 
lated as follows: Define qz’l = min(z+, (qs’ -WaVp)). 
This extends the left side of the query by the average 
width subject to the constraint that the left side cannot 
cross the left input boundary. Define qzr2, qy” and 
qy’2 similarly. Then, the extended area of the query, 
Area(Q) is: (qx’2 - qz’l) x (qyf2 - qy’l). The num- 
ber of rectangles intersecting with Q is then estimated 

as nxArea(Q)/Area(T). Note that simply using the 
area of the query Q without extending it is inaccurate 
because this assumes that only rectangles whose centers 
lie in the query area intersect with the query. That does 
not account for input rectangles with centers outside the 
query area that intersect the query. 

Of course, in real-life data, there is often considerable 
skew in the placement of input rectangles in the input 
space. There is also skew in the size of the input 
rectanglesb. Hence, the application of the uniformity 
assumption can result in highly inaccurate selectivity 
estimates. 

At a high level, both placement skew and size skew 
problems can be mitigated by “grouping” the input rect- 
angles into smaller subsets or buckets and then applying 
the uniformity assumption to each subset individually. 
If, as a result of the grouping, the skew within each sub- 
set is small, it is clear that making the uniformity as- 
sumption over the subsets incurs substantially less error 
than making the uniformity assumption over the entire 
input. We therefore focus on developing accurate group- 
ing techniques for spatial data. 

3.2 Approximating Spatial Data by Grouping 

There are two issues to be addressed in developing 
a grouping-based techniqueC for approximating spatial 
data: a) the criteria for grouping rectangles into buck- 
ets and b) the technique for using the resulting set of 
buckets to estimate the result sizes. The latter is solved 
by observing that, once the buckets are identified, the 
problem of selectivity estimation reduces to solving se- 
lectivity estimation over the individual buckets (because 
the buckets are disjoint). We apply the uniformity as- 
sumption (and the corresponding formulae developed in 
Section 3.1) individually to each bucket. 

The primary issue in developing a grouping based 
technique, therefore, is the criterion for grouping rect- 
angles into buckets. We have identified the following 
three classes of fundamentally different groupings that 
can be applied to approximate spatial data. 

Equi Partitionings: In these partitionings, the goal 
is to partition the input space such that the resulting 
buckets are identical under some measure: e.g., they 
all have equal areas or equal number of rectangles. 

Index Partitionings: These partitionings are pro- 
duced by a spatial index structure like the R-tree. 

Skew-Aware Partitionings: These partitionings, which 
are more sophisticated, use binary space partition- 
ings (BSPs) and the notion of spatial skew (defined 

bHowever, placement skew tends to dominate size skew in real-life 
datasets. 

CTbroughout the paper, we use the terms grouping and partitioning 
interchangeably. 
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Figure 1: Charminar Dataset 

in Section 4) to group rectangles into buckets such 
that the negative effects of making the uniformity 
assumption are minimized. 

Next, we present the equi-partitioning and index- 
partitioning techniques and identify their advantages 
and drawbacks. We then present the fundamentally 
different skew-aware approach. 

3.3 Equi-Partitioning of Spatial Data 

In these partitiomings, the goal is to partition the 
input space such that some property is identical across 
the resulting partitions. We studied the following 
two criteria for equi-partitionings, namely Equi-Area 
and Equi-Count, which are analogous to the Equi- 
Width and Equi-Height histograms in relational data 
approximations [Koo80, PSC84]. 

Equi-Area Groupings: The goal of the Equi-Area 
grouping is to create buckets whose MBRs have the 
same area. This approach clearly minimizes the max- 
imum area among the buckets. Since large buckets po- 
tentially incur higher errors (though this is not always 
true), the Equi-Area groupings can be seen as an at- 
tempt to minimize the worst case errors. We construct 
the partitioning by starting with a single bucket consist- 
ing of the MBR of all the input rectangles. The MBR 
of the bucket is split along the longer dimension into 
two equal halves. Rectangles are grouped into the two 
halves based on where their centers lie. MBRs are calcu- 
lated for the two new buckets and once again the longest 
dimension (among the four choices available now) is 
chosen and the corresponding bucket split. The process 
is repeated until the: desired number of buckets are ob- 
tained. The recalculation of the MBRs ensures that the 
buckets produced try to approximate the input data dis- 
tribution rather than simply sub-divide the MBR of the 
whole input into re,gions of equal size. This is useful 
when there is a lot of empty space in the MBR of the 
input. 

Equi-Count Groupings: In an Equi-Count grouping, 
the goal is to create buckets containing the same number 
of rectangles. Sinc:e buckets with a large number of 

rectangles potentially incur large errors (this is not 
always true either), the Equi-Count groupings can also 
be seen as an attempt to bound the worst case errors. 
The algorithm for obtaining this grouping is similar to 
the algorithm for Equi-Area with one difference: the 
dimension with the highest projected rectangle count 
is chosen for splitting. The projected rectangle count 
of a dimension d in bucket B is the number of distinct 
centers of all the rectangles in the bucket when projected 
on dimension d. 

The above partitionings are illustrated in the follow- 
ing example. 
Example 1: Consider the dataset depicted in Figure 1. 
This dataset, which we call the Charminar setd, is 
described in more detail in Section 5 as part of our 
experiments. Note that this set contains more rectangles 
in the corners than in the center. Figures 2 and 3 depict 
the Equi-Area and Equi-Count groupings on this dataset, 
with each grouping using 50 buckets. As expected, 
Equi-Area has nearly identical buckets distributed more 
or less uniformly, whereas Equi-Count contains more 
buckets in the “denser” areas. I 

3.4 R-tree Index Based Grouping 

The R-tree[Gut85, SRF87, BKSS90] is a popular index 
structure for spatial data. While building an index 
structure, an R-tree insert algorithm tries to minimize 
one or more of the area, margin, and/or the overlap, etc., 
of the summed over the bounding boxes of the internal 
nodes. It stands to reason that partitions produced by 
R-trees can be used to summarize the input data well 
using the MBRs of the internal nodes, effectively giving 
us another way to construct a spatial partitioning (The 
idea of using indexes to obtain summary information 
about a dataset has been examined by other researchers 
before. See [Ant92, Aok97].) We used the R*- 
tree[BKSS90], which is known to be one of the most 
efficient members of the R-tree family of data structures. 
The partitioning resulting from using the R-tree on the 
Charminar dataset is given in Figure 4. Note that this 
partitioning is drastically different from those given by 
the Equi-Partitioning techniques. 

3.5 Disadvantages of Equi-Partitioning and 
Index-Based Grouping Schemes 

The equi-partitioning and index-based schemes suffer 
from fundamental disadvantages. These disadvantages 
can be broadly classified based on how they affect their 
accuracy and computation cost. 

Accuracy: The key drawback of the equi-partitioning 
schemes is that they often produce buckets that have sig- 
nificant placement and size skew within. The Equi-Area 

dThe name is derived from a famous structure in India called the 
Chrminnr which has four minarets (pillars) in its comers. 
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Figure 2: Equi-Area Partitioning Figure 3: Equi-Count Partitioning 

grouping does not at all consider skew in the distribu- 
tion of input rectangles when producing buckets. The 
Equi-Count grouping does attack skew by producing 
more buckets in regions where there are a lot of rect- 
angles. However, if the region is relatively uniform, this 
is not beneficial and wastes buckets. R-tree insertion 
algorithms essentially make local decisions about cre- 
ating new nodes, with the result that the final buckets 
produced are often fairly skewed. However, recent pro- 
posals to minimize the number of disk reads performed 
by the R-tree by taking the data distribution into account 
can be expected to produce partitions which are more 
conducive to selectivity estimation [TS96]. 

Computation: A further disadvantage of the three 
grouping schemes above is that they are computationally 
expensive. The equi-partitionings require that all the 
input data be kept in memory. (They can be modified to 
use less memory, but they still make several passes over 
the input data.) The R-tree technique does not require 
the index and data to fit in memory, but still makes the 
equivalent of several passes over the input data. A naive 
algorithm for constructing an R-tree based on repeated 
insertion will take O(N log, N) I/O’s to insert N items 
while a more sophisticated bulk-loading algorithm will 
take O($$ log, N) I/O’s. (Here, B is the disk block 
size.) 

Motivated by the deficiencies of these techniques, we 
developed a new class of techniques that directly address 
skew and computational efficiency. We describe these 
techniques in the next section. 

4 Advanced Spatial Grouping 
Techniques 

Any technique for addressing the skew problem has 
to focus on reducing placement and size skew within 
a bucket. Since we make the uniformity assumption 
within a bucket, the more uniform the intra-bucket 
distribution, the more accurate the estimation will be. 
We formalize this notion as follows. 

Define the spatial density of any point in the space to 
be the number of rectangles containing thatpoint. (Note 

Figure 4: R-Tree Partitioning 

that the uniform distribution assumption essentially 
replaces all the spatial densities within a bucket by a 
single number, equal to their average.) Then, it is 
clear that an accurate approximation groups rectangles 
such that all points in a bucket have similar spatial 
densities. Similar to the notion of V-Optimality in 
histogram literature [PIHS96], we define the following 
metric to capture this notion of grouping error. 

Definition 4.1 Consider a grouping G with buckets 
Bi, 1 < i 5 p. Let ni be the number of points in 
Bi. The spatial-skew si of a bucket Bi is the statistical 
variancee of the spatial densities of all points grouped 
within that bucket. The spatial-skew S of the entire 
grouping is the weighted sum of spatial-skews of all the 
buckets: Cf ni x si. I 

It is clear that a partitioning with small spatial-skew is 
likely to be highly accurate in approximating the given 
data. Unfortunately, building optimal partitionings, 
which minimize the spatial-skew using a given amount 
of space, is a difficult problem that is provably NP- 
hard for even simple instances [MPS99, KMS97]. One 
technique for reducing the complexity of constructing 
good partitionings is to restrict ourselves to binary space 
partitionings (BSP). The partitioning of a region is said 
to be a BSP if we can find a vertical or horizontal line 
that divides the input region into two sub-regions such 
that the partitionings of the two sub-regions are also 
BSPs. 

The best known algorithms for constructing BSPs use 
dynamic programming and have a complexity of at least 
O(N2.5) [MPS99] and also require the input to be in 
memory. Clearly this is infeasible for large GIS data. 
To make the problem of finding good BSPs tractable, 
we propose the following two heuristics: 

1. Use a compact approximation of the input data in 
place of the original in order to build the grouping 
in memory. 

Cvariance ‘v of a set of numbers fl , f2, .., fn is equal to 

Et, (f; -fF 
N , here f is the average of all fis. 
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Figure 5: Spatial Densities in Charminar 

Use a greedy approach and reduce the complexity 
of the computation by making locally optimal deci- 
sions, thus achieving linear time complexity for the 
partitioning. 

In the rest of this sub-section, we focus on the 
problem of reducing the effective input size. In the next 
section, we develop a novel algorithm for constructing 
good BSPs based on the above two points. 

One approach to reduce the input size is to divide the 
input MBR evenly into a uniform grid of rectangular 
regions. Each grid region is associated with its spatial 
density, the number of input rectangles that intersect 
with it. We then use the grid regions and their spatial 
densities as inputs to a BSP construction algorithm. The 
grid size is chosen :such that the all the grid regions and 
the spatial densities can easily fit in memory. Note that 
the spatial densities can be obtained easily in a single 
sweep of the input data. We illustrate these concepts in 
the following example. 
Example 2: Consider an approximation of the Charmi- 
nar dataset of Figure 1 using a 50 x 50 grid. Figure 5 
depicts the spatial densities of these regions along the 
z-dimension. I 

Choosing the correct granularity for the grid of rect- 
angular regions presents a tradeoff. On one hand, a fine 
grid captures the details of the underlying distribution 
and lets us approximate it well. On the other hand, a 
fine grid implies a higher processing and memory cost. 
We examine this issue empirically in Section 5 and show 
that in certain situations, a very fine grid can actually be 
detrimental to the construction of a good partition. 

4.1 The Min-S kew Partitioning 

We now propose a novel technique for constructing 
skew-resistant binary space partitionings. This tech- 
nique uses a uniform grid of regions and their spatial 
densities as input. The algorithm partitions the grid into 
buckets while trying to minimize the spatial-skew (Def- 

inition 4.1) of the grouping. We call the resulting parti- 
tioning the Min-Skew Partitioning. 

The construction algorithm for the Min-Skew parti- 
tioning repeatedly partitions the given set of regions 
such that the spatial-skew is minimized at each step. 
Since it always partitions an existing region into two, 
the result is a BSP partitioning. The pseudo-code for 
the algorithm is below: 

Algorithm Min-Skew 
Compute the aggregate density of the input rectangle 
distribution by using a uniform grid of rectangles 
and their spatial density. 
Start with a single bucket consisting of all the 
regions. 
while there are less buckets than needed 

For each current bucket do 
Compute the spatial skew of the bucket (Defi- 
nition 4.1) and the split point along its dimen- 
sions that will produce the maximum reduction 
in spatial-skew. 

Pick the bucket whose split will lead to the 
greatest reduction in spatial-skew. Split the 
bucket into two and assign regions from the old 
buckets into the new buckets. 

endwhile 
Assign each rectangle in the input to the bucket 
whose MBR contains the center of the rectangle. 

In our implementation, we further reduce the compu- 
tational complexity at each step of the greedy approach 
by basing the splitting decisions on marginal frequency 
distributions along each dimension rather than the full 
two-dimensional input distribution. Figure 6 illustrates 
the preprocessing of the spatial inputs and highlights 
one iteration of the algorithm. Also, the 50-bucket par- 
titioning of the Charminar data set is also given in Fig- 
ure 7. 

The Min-Skew partitioning has many desirable fea- 
tures. Since the construction algorithm tries to minimize 
spatial-skew (albeit in a local, uni-dimensional manner), 
the partitioning tends to have significantly less skew 
overall than other algorithms. Further, the construction 
algorithm does not require the entire data distribution 
to fit in main memory, which is a significant advantage. 
Thus it addresses both the issues of skew and compu- 
tation time that were the disadvantages of the grouping 
techniques considered in the last section. 

5 Experimental Results 
In this section, we study the performance of the various 
techniques in estimating spatial selectivity. The results 
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Figure 6: Min-Skew Illustration 

presented in this section are based on an extensive ex- 
perimental study on both real-life and synthetic spatial 
data. 

This section is organized as follows. We first describe 
the datasets and the query model. This is followed by 
the performance evaluation of the various techniques. 
Finally, we explore the champion technique, Min-Skew, 
in greater detail and study some of its tradeoffs. 

In comparing the various techniques, we used the 
following metrics: 

Average Relative Error: This is the ratio of the 
error in an estimate to the actual size of the query 
result averaged over a set of queries. If ei is the 
estimated answer and ri is the actual answer for a 
given query qi, the average relative errorf for a query 
set Q is given as: 

c&Q b-i - W(C,,~Q 4. 

Preprocessing Time: This is the time taken by the 
construction algorithm for each technique to prepro- 
cess the data, build appropriate data structures, and 
generate the buckets used to process spatial queries. 

5.1 Datasets 

We studied the performance of the various techniques on 
both real life and synthetic datasets, which are described 
below. 

5.1.1 Real-Life Datasets 

For real-life data, we used two datasets widely used 
in spatial database research: TIGER [tig92] and the 
Sequoia dataset [SFGM93]. In this paper, due to space 
constraints, we only present results from the NJ Road 
dataset from TIGER, which gives the road data for 
the state of New Jersey as line segments. For our 
experiments, we computed the bounding boxes of all the 
line segments (414,442 in this set) and used them as the 
spatial inputs. The results using the other data sets are 
available in the full paper [APR99]. 

‘This metric is undefined if all queries in the query set produce no 
output. However, this is not a case we encounter in our datasets. 
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Figure 7: Min-Skew Partitioning for 
the Charminar Dataset 

5.1.2 Synthetic Datasets 

We systematically generated several synthetic datasets 
varying in size, sparsity, placement skew, and size 
skew. Sparsity was controlled by adjusting the dataset 
size relative to the total input area. Size skew was 
modeled by generating widths and heights from the 
Zipf Distribution [Zip49]. Placement skew was modeled 
using two-dimensional Zipf distributions. In this paper, 
we present results from one set, the Charminar set, 
which was introduced in Section 3.3 (Figure 1). It 
contains 40000 rectangles of identical height and width 
of 100 units distributed in a 10000 x 10000 space. As 
can be seen, most of the rectangles are concentrated 
in the four corners creating areas of varying levels of 
spatial densities. 

5.2 Query Sets 

The query sets consist of a large number (10000) of 
rectangles lying within the MBR of the input. The 
centers of the rectangles were chosen randomly from the 
set of centers of the input rectangles. The average width 
(height) of the query rectangle (referred to as parameter 
QSize in the experiments) was varied from 2% to 25% 
of the width (height) of the input bounding box, which 
varies the query area from 0.04% to 6.25% of the input 
MBR size. A desired average area, a, for the query 
rectangles generated is achieved by setting the height 
and width of the rectangles to be uniformly distributed 
in the range [0.5x& 1.5~4. 

5.3 Techniques Studied 

In addition to studying the four new techniques that we 
propose, namely, Equi-Count, Equi-Area, R-Tree and 
&fin-Skew, we also included sampling and the paramet- 
ric technique due to Belussi and Faloutsos [BF95] in our 
experiments. 

We apply sampling as follows. We collect a sample 
of the input rectangles. Given a query, we compute the 
selectivity of the query on the sample. We then scale the 
result appropriately to obtain an estimate for the query 
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selectivity. That is, if the size of the sample if n, the 
input size is N, and the number of sample rectangles 
that satisfy the given predicate is m, then the estimated 
result size is m x s. This technique is referred to as 
Sample in the graphs. 

The fractal-based parametric technique in [BF95] was 
proposed for point data only. The paper shows that spa- 
tial data can be described using fractals having a non- 
integer fractal dimension. In that context, selectivity 
for such point sets can be described using a power law 
with the correlatio:n fractal dimension as the exponent. 
For comparison, we extended this technique to rectangle 
data by using the centroids of the rectangles as represen- 
tatives. 

In addition to these techniques, we also used the 
uniform assumption (Section 3.1) over the entire input, 
i.e., a single bucket approximation and call it the 
Uniform technique. 

5.4 Space Allocation 

The key parameter that influences the cost and perfor- 
mance of the non-parametric techniques is the number 
of buckets (or samples) allowed in the approximation. 
Typically, query processors allocate a few hundred bytes 
for statistics on each attribute (which translates into hav- 
ing 50 to 200 buckets). In this study, we consider allo- 
cating between 50 and 750 buckets. 

The space overhead of each of the bucket-based tech- 
niques (Equi-Count, Equi-Area, R-Tree and Min-Skew) 
is eight times the number of buckets - four words for 
the bounding box of the bucket and the average den- 
sity of the bucket, and the number, the average width 
and the average height of the rectangles in the bucket. 
The Sample technique requires half that since it needs 
to only store the bounding box of each sample rectan- 
gle. Consequently, in terms of space overhead, 2n rect- 
angles for the Sample technique correspond to n buckets 
for the bucket-based techniques. However, in the fol- 
lowing experiments, we liberally give Sample twice the 
fair amount. In other words, when Sample is compared 
to the other techniques, it is given twice the space that 
is given to the other techniques (and thus, four times as 
many rectangles as buckets). 

A complication with using an R-tree to build parti- 
tions is the difficulty in controlling the number of buck- 
ets produced by it. We addressed this problem by tweak- 
ing the branching factor to produce close to the number 
we desired but ensuring we never exceeded the allocated 
quota (in order to be fair to the other techniques). 

5.5 Experimental Results 

In this section, we compare the performance of the 
various techniques for spatial selectivity estimation. We 
first study the performance of the various techniques 

with respect to the query size and the number of buckets. 
In each experiment, we vary one of the parameters 
over its entire set of values and keep the remaining 
parameters fixed at their default values. For these 
experiments, the number of regions used by the Min- 
Skew construction algorithm was set to 10,000. 

5.5.1 Experiment 1: Impact of Query Size 

This experiment studies the performance of the various 
techniques for different query sizes (on x-axis). Figure 8 
shows relative error as a function of query size when 
using 100 buckets to approximate the NJ Road dataset. 
The results for the other datasets are qualitatively 
similar. Here, we chop the y-axis in both the graphs to 
keep them in scale. The error for the Sample technique 
is 82% for 2% QSize. 

The general observation from the graph is that the 
relative error decreases with increasing query size. This 
is because the error in an estimation arises only from 
those buckets that are partly contained in the query. 
Since each bucket stores the exact number of rectangles 
belonging to it, those buckets that fall entirely within the 
query rectangle contribute no error. Since more buckets 
are fully covered by bigger queries, relatively fewer 
buckets contribute to the error. Thus, all the techniques 
show better accuracy as we move to the right of the 
graph. 

The fractal technique of [BF95] was close to being 
the least effective technique for all the datasets that we 
studied. Average relative error for the NJ Road dataset 
was consistently close to 90% for most query sizes. It 
must be said in defense of the technique that it was 
developed for point data, while we have examined it for 
rectangle data. In the rest of the experiments, we do not 
show the performance of the fractal technique since it 
did not perform competitively. 

The numbers for Unifornr were also very poor. For 
the NJ Road dataset, Uniform had errors in the range 
80% (QSize = 2%)-57% (QSize = 25%). This 
high range of errors was observed across all the data 
sets. This shows that real-life spatial data is inherently 
skewed and thus, cannot be captured by a trivial single 
bucket approximation. In the rest of the experiments, we 
do not show the performance of the Uniform technique 
as well. 

The graph also shows that sampling performs quite 
poorly. This result is borne out for all the cases studied. 
This is because it makes an implicit assumption that 
each rectangle chosen in the sample is representative of 
both the spatial distribution and the size of the other 
rectangles in its neighborhood (i.e., it makes a local 
uniformity assumption). Obviously, this is not the 
case for spatial data. Thus, these numbers show that 
approximating spatial data distributions requires more 

20 



0' I 
0 5 10 15 20 25 

Query Size 

Figure 8: Performance vs. Query Size, Buckets = 100 

sophisticated partitioning techniques which account for 
the implicit features of the data. 

The Equi-Area, Equi-Count and R-Tree techniques 
have very similar error values with Equi-Count doing 
slightly better. 

It is clear that, the Min-Skew technique is a winner 
by a huge margin. It improves the average relative 
error of its closest competitors by over 50% in most 
of the cases. Recall that the Min-Skew technique aims 
to create buckets that have the least variance in the 
density within each bucket. In other words, it explicitly 
accounts for the spatial skew in the data. Consequently, 
the error from a bucket partially covered by a query is 
significantly lower with the Min-Skew technique when 
compared to the other techniques that do not take skew 
into account. 

5.5.2 Experiment 2: Impact of Bucket Size 

In this experiment, we study the impact of the number 
of buckets on the performance of the various techniques. 
Figure 9 plots average relative error against the number 
of buckets allowed for the NJ Road dataset. The left and 
right graphs in the figure plot values for two different 
query sizes. 

As expected, allowing more space for the approxima- 
tion helps reduce the errors. The Min-Skew technique 
again gives the least errors over the entire range studied. 
Its performance is especially noteworthy when relatively 
few buckets (e.g., 50 or 100) are used. Having only a 
few buckets poses the greatest difficulty on any approx- 
imation technique. Performing well in this scenario is 
particularly good from the standpoint of query optimiza- 
tion, since query processors typically allow only a small 
number of buckets because of space constraints. 

As the techniques use more buckets, they are able 
to approximate the input in greater detail. This lowers 
the effect of skew on their performance, which in turn 
diminishes the performance differences between the 

various techniques. 
The performance of Equi-Area and Equi-Count are 

similar, with Equi-Count having slightly better perfor- 
mance in some cases. R-Tree is consistently worse over 
the entire space studied. However, the numbers for R- 
Tree are slightly pessimistic. As pointed out in earlier, it 
is difficult to control the number of buckets produced by 
the R-tree technique and thus, it often generates fewer 
buckets than its allocated quota. As before, Sample is 
again ineffective even when more space is available. 

Based on the above experimental results, we conclude 
that Min-Skew is the technique of choice to approximate 
spatial distributions and the ideal technique to use for 
spatial selectivity estimation. As highlighted in Set 4.1, 
it is fast, computationally efficient, and unlike many 
of the other techniques, has low memory requirements. 
We therefore explore the Min-Skew technique in greater 
detail and look at the various factors that affect its 
performance. 

5.5.3 Experiment 3: Min-Skew: Sensitivity to 
Regions 

In this experiment, we study the influence of the number 
of regions in the uniform grid used to approximate the 
underlying input space on the performance of the Min- 
Skew technique. As pointed out in Section 4, there is an 
inherent cost versus accuracy trade-off in choosing the 
correct granularity for the grid. In the following graphs, 
we analyze this tradeoff quantitatively. 

Figure 10(a) plots average relative error versus the 
number of input regions for the Min-Skew technique. 
The graph is for the NJ Road dataset with the number 
of buckets set to 100. The graphs show two lines 
corresponding to the two query sizes in Figure 9 (5% 
and 25%). As we move to the right on the x-axis, the 
number of regions increase and the size per region drops 
correspondingly. This implies that the underlying input 
distribution is captured more accurately. 

As the graphs show, increasing the number of regions 
decreases errors up to a point beyond which they flatten 
out. The flattening is due to the nature of the real- 
life data. They are non-uniform and have variations in 
density. This causes a big improvement in performance 
on the left side of the graph. However, since the data 
is not extremely skewed, further sub-dividing the space 
finely does not capture any additional features of the 
data. 

These graphs show that while increasing the number 
of regions used to capture the original input is necessary 
for performance, creating too many regions does not 
necessarily help. Moreover, it also increases the run 
time overhead. Clearly, there is a correlation between 
the input data distribution, the query size, the number 
of regions and the estimation error-finding the correct 
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(a) NJ Road dataset (b) Synthetic dataset 
Figure 10: Error vs. Regions on Min-Skew Performance, Buckets = 100 

number of regions which provides the least error is thus 
an interesting problem for further exploration and part 
of our future work. 

Studying the salme problem space for the Synthetic 
dataset, however, produces a very counter-intuitive 
result. Figure 10(b) shows the same problem space as 
Figure 10(a) for the Synthetic dataset. With increasing 
number of regions, performance for the small queries 
(QSi ze = 5%) improves as expected. However, unlike 
in the last set of graphs, the error for Min-Skew for the 
large queries actually get worse with more regions! 

When a large number of regions are used to approx- 
imate the synthetic dataset, a considerable number of 
regions also span the skewed corner areas (Figure 5). 
These regions, therefore, have highly varying spatial 
densities. This forces the Min-Skew construction algo- 
rithm to allocate many buckets to those relatively com- 
pact areas in order to reduce the skew. This in turn im- 
plies that there are very few buckets for the large interior 
areas which are less skewed. The net result is that such 
a grouping is likely to perform poorly for large queries 
which frequently span the relatively uniform interior ar- 
eas. Allocating too many buckets to the small corners, 

while improving performance for small queries, is un- 
likely to improve performance much for large queries 
because those areas are likely to be included wholly 
within a large query. Thus, having too many regions 
has an adverse effect on Min-Skew for large queries. 

In the next section, we provide a solution called 
Progressive Refinement to address this problem. 

5.6 Progressive Refinement for Min-Skew 

It is clear from the discussion in the previous section that 
a large number of regions mainly benefit small queries. 
Using a smaller number of regions helps large queries. 
To handle both cases correctly, and have the best of both 
worlds, we propose progressive re$nement of regions 
in Min-Skew. We implement progressive refinement by 
starting the construction algorithm with a small number 
of (coarse) regions. At equal intervals of buckets, we 
refine the regions by splitting each region into four 
identical regions. The newly created regions replace the 
original regions. Properties of the buckets needed by 
the construction algorithm (skew, marginal frequencies, 
etc.) are recalculated using the new regions. The 
rest of the Min-Skew algorithm continues as before. 
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The number of refinements to be used is an important 
parameter that we examine empirically in the next 
section. 
Example 3: Suppose that we want to perform 2 
refinements such that the final grid size is 16,000 
regions. Let the number of buckets required be 60. 
Since we refine the regions by a factor of four each time, 
we start Min-Skew with a grid consisting of 16000/42 = 
1000 regions and run it till it produces 20 (60/(2 + 1)) 
buckets. At that point, we refine the number of regions 
to 16,000/4l = 4000 and produce 20 more buckets, 
bringing the total number upto 40. We refine the regions 
again, producing 16,000 regions and produce 20 more 
buckets, bringing the total number up to the 60 buckets 
needed. I 

On the Charminar dataset, progressive refinement has 
the following qualitative effect. Initially, the data is 
being observed coarsely and hence buckets are allocated 
to cover even the relatively less skewed middle areas. 
This takes care of large queries. Towards the end, a 
large number of regions are produced, which highlights 
the high skew in the four corners. This causes Min- 
Skew to allocate the remainder of the buckets to those 
areas. This takes care of small queries. In effect, 
progressive refinement allocates buckets uniformly to 
the entire space and then selectively drills-down and 
allocates more buckets to the high-skew regions which 
require them. 

5.6.1 Experiment 4: Mhz-Skew: Impact of 
Progressive Refinement 

In this section, we quantitatively study the accuracy im- 
provement produced by progressive refinement. Fig- 
ure 11 plots error for the data point from Figure 10(b) 
that had 30,000 regions. The number of refinements is 
shown on the x-axis and the numbers are for the large 
query (QSize = 25%). The horizontal line in the figure 
shows the minimum value of error that was achieved for 
large queries in Figure 10(b). 

At a high level, it is clear that refinements help 
considerably. They cause the error to drop by over 
55%. However, they do not cause the error to drop to 
the absolute minimal level achievable by picking the 
correct region size, though they do come close. Note 
that the error starts increasing after a few refinements. 
This is because having too many refinements will leave 
too few buckets towards the end for approximating the 
skewed regions, thus causing some error. Given a query 
and data distribution, an interesting open question is 
to determine the optimal number of refinements and/or 
regions. A detailed sensitivity study on progressive 
refinements is beyond the scope of this paper and is 
part of our future work. In our experiments, we found 
that the best number of refinement varies from 2 to 6 
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Figure 11: Impact of Progressive Refinement 

Time Taken (in seconds) 
Partitioning Input Size = 50K Input Size = 400K 
Technique p = 100 1 p = 750 p = 100 1 p = 750 
Min-Skew 5.2 1 15.9 20.8 1 33.1 
Equi-Area 9.1 15.2 140.9 180.5 
Equi-Count 8.1 11.3 140.8 190.3 
R-Tree 3.9 6.0 57.7 891.7 
USfOrm 0.5 0.6 0.9 0.9 

Table 1: Time for Computing Various Partitionings 

depending on the query size and the input data. 

5.7 Experiment 5: Construction Times 

In this experiment, we look at the construction time 
taken by the different techniques. Table 1 shows these 
times for different input sizes and bucket counts @). 
These times were measured on a Spare ULTRA-30 
machine with 256MB memory. It can be seen that 
the number of buckets has only a minor effect on 
construction time. However, all techniques, except Min- 
Skew and Uniform, take significantly more time with 
increasing data size. As mentioned earlier, this is one 
of the benefits of Min-Skew. Recall also that Equi-Area, 
Equi-Count, and R-Tree require the entire dataset to fit 
in memory which the Min-Skew technique does not. 

6 Conclusions 
Selectivity estimation is a critical component of query 
processing in databases. Despite the increasing popular- 
ity of spatial databases, there has been very little work 
in providing accurate and efficient techniques for spa- 
tial selectivity estimation. Spatial data differs so sig- 
nificantly from relational data that relational techniques 
simply do not perform well in this domain. In this pa- 
per, we have proposed several new techniques for spatial 
selectivity estimation. These techniques are based on 
spatial indices, binary space partitionings, and the novel 
notion of spatial skew. Based on our extensive experi- 
mental analysis of the new techniques and adaptations 
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of previously known techniques, we are able to show 
that: (a) Sampling and parametric techniques which 
work well in the relational one-dimensional world do 
not work well for spatial data. (b) A BSP based par- 
titioning that we call M&Skew outperforms the other 
techniques over a broad range of query workloads and 
datasets. A Min-Skew partitioning can be constructed 
efficiently and has the added advantage of having low 
memory requirements during construction. In summary, 
our results show that spatial selectivity estimation can 
be solved accurately and efficiently for large spatial 
databases. 
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