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Hidden Markov model 1

Hidden Markov model
A hidden Markov model (HMM) is a statistical Markov model in which the system being modeled is assumed to
be a Markov process with unobserved (hidden) states. A HMM can be considered the simplest dynamic Bayesian
network. The mathematics behind the HMM was developed by L. E. Baum and coworkers. It is closely related to an
earlier work on optimal nonlinear filtering problem (stochastic processes) by Ruslan L. Stratonovich, who was the
first to describe the forward-backward procedure.
In simpler Markov models (like a Markov chain), the state is directly visible to the observer, and therefore the state
transition probabilities are the only parameters. In a hidden Markov model, the state is not directly visible, but
output, dependent on the state, is visible. Each state has a probability distribution over the possible output tokens.
Therefore the sequence of tokens generated by an HMM gives some information about the sequence of states. Note
that the adjective 'hidden' refers to the state sequence through which the model passes, not to the parameters of the
model; even if the model parameters are known exactly, the model is still 'hidden'.
Hidden Markov models are especially known for their application in temporal pattern recognition such as speech,
handwriting, gesture recognition,[1] part-of-speech tagging, musical score following,[2] partial discharges[3] and
bioinformatics.
A hidden Markov model can be considered a generalization of a mixture model where the hidden variables (or latent
variables), which control the mixture component to be selected for each observation, are related through a Markov
process rather than independent of each other.

Description in terms of urns

Figure 1. Probabilistic parameters of a hidden Markov model (example)
x — states

y — possible observations
a — state transition probabilities

b — output probabilities

In its discrete form, a hidden Markov
process can be visualized as a generalization
of the Urn problem (where each item from
the urn is returned to the original urn before
the next step). Consider this example, in a
room that is not visible to an observer there
is a genie. The room contains urns X1, X2,
X3, ... each of which contains a known mix
of balls, each ball labeled y1, y2, y3, ... .
The genie chooses an urn in that room and
randomly draws a ball from that urn. It then
puts the ball onto a conveyor belt, where the
observer can observe the sequence of the
balls but not the sequence of urns from
which they were drawn. The genie has some
procedure to choose urns; the choice of the
urn for the n-th ball depends only upon a
random number and the choice of the urn for
the (n − 1)-th ball. The choice of urn does
not directly depend on the urns chosen
before this single previous urn; therefore, this is called a Markov process. It can be described by the upper part of
Figure 1.

The Markov process itself cannot be observed, and only the sequence of labeled balls can be observed, thus this 
arrangement is called a "hidden Markov process". This is illustrated by the lower part of the diagram shown in
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Figure 1, where one can see that balls y1, y2, y3, y4 can be drawn at each state. Even if the observer knows the
composition of the urns and has just observed a sequence of three balls, e.g. y1, y2 and y3 on the conveyor belt, the
observer still cannot be sure which urn (i.e., at which state) the genie has drawn the third ball from. However, the
observer can work out other information, such as the likelihood that the third ball came from each of the urns.

Architecture
The diagram below shows the general architecture of an instantiated HMM. Each oval shape represents a random
variable that can adopt any of a number of values. The random variable x(t) is the hidden state at time t (with the
model from the above diagram, x(t) ∈ { x1, x2, x3 }). The random variable y(t) is the observation at time t (with
y(t) ∈ { y1, y2, y3, y4 }). The arrows in the diagram (often called a trellis diagram) denote conditional dependencies.
From the diagram, it is clear that the conditional probability distribution of the hidden variable x(t) at time t, given
the values of the hidden variable x at all times, depends only on the value of the hidden variable x(t − 1): the values
at time t − 2 and before have no influence. This is called the Markov property. Similarly, the value of the observed
variable y(t) only depends on the value of the hidden variable x(t) (both at time t).
In the standard type of hidden Markov model considered here, the state space of the hidden variables is discrete,
while the observations themselves can either be discrete (typically generated from a categorical distribution) or
continuous (typically from a Gaussian distribution). The parameters of a hidden Markov model are of two types,
transition probabilities and emission probabilities (also known as output probabilities). The transition probabilities
control the way the hidden state at time is chosen given the hidden state at time .
The hidden state space is assumed to consist of one of possible values, modeled as a categorical distribution. (See
the section below on extensions for other possibilities.) This means that for each of the possible states that a
hidden variable at time can be in, there is a transition probability from this state to each of the possible states
of the hidden variable at time , for a total of transition probabilities. Note that the set of transition
probabilities for transitions from any given state must sum to 1. Thus, the matrix of transition probabilities
is a Markov matrix. Because any one transition probability can be determined once the others are known, there are a
total of transition parameters.
In addition, for each of the possible states, there is a set of emission probabilities governing the distribution of
the observed variable at a particular time given the state of the hidden variable at that time. The size of this set
depends on the nature of the observed variable. For example, if the observed variable is discrete with possible
values, governed by a categorical distribution, there will be separate parameters, for a total of 
emission parameters over all hidden states. On the other hand, if the observed variable is an -dimensional vector
distributed according to an arbitrary multivariate Gaussian distribution, there will be parameters controlling the
means and parameters controlling the covariance matrix, for a total of

emission parameters. (In such a case, unless the

value of is small, it may be more practical to restrict the nature of the covariances between individual elements
of the observation vector, e.g. by assuming that the elements are independent of each other, or less restrictively, are
independent of all but a fixed number of adjacent elements.)
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Inference

The state transition and output probabilities of an HMM are indicated by the line opacity
in the upper part of the diagram. Given that we have observed the output sequence in the
lower part of the diagram, we may be interested in the most likely sequence of states that
could have produced it. Based on the arrows that are present in the diagram, the following

state sequences are candidates: 5 3 2 5 3 2 4 3 2 5 3 2 3 1 2 5 3 2 We can find the most
likely sequence by evaluating the joint probability of both the state sequence and the
observations for each case (simply by multiplying the probability values, which here

correspond to the opacities of the arrows involved). In general, this type of problem (i.e.
finding the most likely explanation for an observation sequence) can be solved efficiently

using the Viterbi algorithm.

Several inference problems are
associated with hidden Markov
models, as outlined below.

Probability of an observed
sequence

The task is to compute, given the
parameters of the model, the
probability of a particular output
sequence. This requires summation
over all possible state sequences:
The probability of observing a
sequence

of length L is given by

where the sum runs over all possible
hidden-node sequences

Applying the principle of dynamic
programming, this problem, too, can
be handled efficiently using the
forward algorithm.

Probability of the latent
variables

A number of related tasks ask about
the probability of one or more of the latent variables, given the model's parameters and a sequence of observations

Filtering

http://en.wikipedia.org/w/index.php?title=File%3AHmm_temporal_bayesian_net.svg
http://en.wikipedia.org/w/index.php?title=File%3AHMMsequence.svg
http://en.wikipedia.org/w/index.php?title=Inference
http://en.wikipedia.org/w/index.php?title=Dynamic_programming
http://en.wikipedia.org/w/index.php?title=Dynamic_programming
http://en.wikipedia.org/w/index.php?title=Forward_algorithm


Hidden Markov model 4

The task is to compute, given the model's parameters and a sequence of observations, the distribution over hidden
states of the last latent variable at the end of the sequence, i.e. to compute . This task is
normally used when the sequence of latent variables is thought of as the underlying states that a process moves
through at a sequence of points of time, with corresponding observations at each point in time. Then, it is natural to
ask about the state of the process at the end.
This problem can be handled efficiently using the forward algorithm.

Smoothing

This is similar to filtering but asks about the distribution of a latent variable somewhere in the middle of a sequence,
i.e. to compute for some . From the perspective described above, this can be
thought of as the probability distribution over hidden states for a point in time k in the past, relative to time t.
The forward-backward algorithm is an efficient method for computing the smoothed values for all hidden state
variables.

Most likely explanation

The task, unlike the previous two, asks about the joint probability of the entire sequence of hidden states that
generated a particular sequence of observations (see illustration on the right). This task is generally applicable when
HMM's are applied to different sorts of problems from those for which the tasks of filtering and smoothing are
applicable. An example is part-of-speech tagging, where the hidden states represent the underlying parts of speech
corresponding to an observed sequence of words. In this case, what is of interest is the entire sequence of parts of
speech, rather than simply the part of speech for a single word, as filtering or smoothing would compute.
This task requires finding a maximum over all possible state sequences, and can be solved efficiently by the Viterbi
algorithm.

Statistical significance
For some of the above problems, it may also be interesting to ask about statistical significance. What is the
probability that a sequence drawn from some null distribution will have an HMM probability (in the case of the
forward algorithm) or a maximum state sequence probability (in the case of the Viterbi algorithm) at least as large as
that of a particular output sequence? When an HMM is used to evaluate the relevance of a hypothesis for a particular
output sequence, the statistical significance indicates the false positive rate associated with failing to reject the
hypothesis for the output sequence.

A concrete example
Consider two friends, Alice and Bob, who live far apart from each other and who talk together daily over the
telephone about what they did that day. Bob is only interested in three activities: walking in the park, shopping, and
cleaning his apartment. The choice of what to do is determined exclusively by the weather on a given day. Alice has
no definite information about the weather where Bob lives, but she knows general trends. Based on what Bob tells
her he did each day, Alice tries to guess what the weather must have been like.
Alice believes that the weather operates as a discrete Markov chain. There are two states, "Rainy" and "Sunny", but
she cannot observe them directly, that is, they are hidden from her. On each day, there is a certain chance that Bob
will perform one of the following activities, depending on the weather: "walk", "shop", or "clean". Since Bob tells
Alice about his activities, those are the observations. The entire system is that of a hidden Markov model (HMM).
Alice knows the general weather trends in the area, and what Bob likes to do on average. In other words, the
parameters of the HMM are known. They can be represented as follows in the Python programming language:
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states = ('Rainy', 'Sunny')

 

observations = ('walk', 'shop', 'clean')

 

start_probability = {'Rainy': 0.6, 'Sunny': 0.4}

 

transition_probability = {

   'Rainy' : {'Rainy': 0.7, 'Sunny': 0.3},

   'Sunny' : {'Rainy': 0.4, 'Sunny': 0.6},

   }

 

emission_probability = {

   'Rainy' : {'walk': 0.1, 'shop': 0.4, 'clean': 0.5},

   'Sunny' : {'walk': 0.6, 'shop': 0.3, 'clean': 0.1},

   }

In this piece of code, start_probability represents Alice's belief about which state the HMM is in when Bob
first calls her (all she knows is that it tends to be rainy on average). The particular probability distribution used here
is not the equilibrium one, which is (given the transition probabilities) approximately {'Rainy': 0.57,
'Sunny': 0.43}. The transition_probability represents the change of the weather in the underlying
Markov chain. In this example, there is only a 30% chance that tomorrow will be sunny if today is rainy. The
emission_probability represents how likely Bob is to perform a certain activity on each day. If it is rainy,
there is a 50% chance that he is cleaning his apartment; if it is sunny, there is a 60% chance that he is outside for a
walk.

A similar example is further elaborated in the Viterbi algorithm page.
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Learning
The parameter learning task in HMMs is to find, given an output sequence or a set of such sequences, the best set of
state transition and output probabilities. The task is usually to derive the maximum likelihood estimate of the
parameters of the HMM given the set of output sequences. No tractable algorithm is known for solving this problem
exactly, but a local maximum likelihood can be derived efficiently using the Baum–Welch algorithm or the
Baldi–Chauvin algorithm. The Baum–Welch algorithm is a special case of the expectation-maximization algorithm.

Mathematical description

General description
A basic, non-Bayesian hidden Markov model can be described as follows:

Note that, in the above model (and also the one below), the prior distribution of the initial state is not specified.
Typical learning models correspond to assuming a discrete uniform distribution over possible states (i.e. no
particular prior distribution is assumed).
In a Bayesian setting, all parameters are associated with random variables, as follows:

These characterizations use and to describe arbitrary distributions over observations and parameters,
respectively. Typically will be the conjugate prior of . The two most common choices of are Gaussian and
categorical; see below.
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Compared with a simple mixture model
As mentioned above, the distribution of each observation in a hidden Markov model is a mixture density, with the
states of the corresponding to mixture components. It is useful to compare the above characterizations for an HMM
with the corresponding characterizations, of a mixture model, using the same notation.
A non-Bayesian mixture model:

A Bayesian mixture model:

Examples
The following mathematical descriptions are fully written out and explained, for ease of implementation.
A typical non-Bayesian HMM with Gaussian observations looks like this:

A typical Bayesian HMM with Gaussian observations looks like this:
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A typical non-Bayesian HMM with categorical observations looks like this:

A typical Bayesian HMM with categorical observations looks like this:

Note that in the above Bayesian characterizations, (a concentration parameter) controls the density of the
transition matrix. That is, with a high value of (significantly above 1), the probabilities controlling the transition
out of a particular state will all be similar, meaning there will be a significantly probability of transitioning to any of
the other states. In other words, the path followed by the Markov chain of hidden states will be highly random. With
a low value of (significantly below 1), only a small number of the possible transitions out of a given state will
have significant probability, meaning that the path followed by the hidden states will be somewhat predictable.
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A two-level Bayesian HMM
An alternative for the above two Bayesian examples would be to add another level of prior parameters for the
transition matrix. That is, replace the lines

with the following:

What this means is the following:
1. is a probability distribution over states, specifying which states are inherently likely. The greater the

probability of a given state in this vector, the more likely is a transition to that state (regardless of the starting
state).

2. controls the density of . Values significantly above 1 cause a dense vector where all states will have similar
prior probabilities. Values significantly below 1 cause a sparse vector where only a few states are inherently likely
(have prior probabilities significantly above 0).

3. controls the density of the transition matrix, or more specifically, the density of the N different probability
vectors specifying the probability of transitions out of state i to any other state.

Imagine that the value of is significantly above 1. Then the different vectors will be dense, i.e. the probability
mass will be spread out fairly evenly over all states. However, to the extent that this mass is unevenly spread, 
controls which states are likely to get more mass than others.
Now, imagine instead that is significantly below 1. This will make the vectors sparse, i.e. almost all the
probability mass is distributed over a small number of states, and for the rest, a transition to that state will be very
unlikely. Notice that there are different vectors for each starting state, and so even if all the vectors are sparse,
different vectors may distribute the mass to different ending states. However, for all of the vectors, controls
which ending states are likely to get mass assigned to them. For example, if is 0.1, then each will be sparse
and, for any given starting state i, the set of states to which transitions are likely to occur will be very small,
typically having only one or two members. Now, if the probabilities in are all the same (or equivalently, one of
the above models without is used), then for different i, there will be different states in the corresponding , so
that all states are equally likely to occur in any given . On the other hand, if the values in are unbalanced, so
that one state has a much higher probability than others, almost all will contain this state; hence, regardless of the
starting state, transitions will nearly always occur to this given state.Hence, a two-level model such as just described allows independent control over (1) the overall density of the
transition matrix, and (2) the density of states to which transitions are likely (i.e. the density of the prior distribution
of states in any particular hidden variable ). In both cases this is done while still assuming ignorance over which
particular states are more likely than others. If it is desired to inject this information into the model, the probability
vector can be directly specified; or, if there is less certainty about these relative probabilities, a non-symmetric
Dirichlet distribution can be used as the prior distribution over . That is, instead of using a symmetric Dirichlet
distribution with a single parameter (or equivalently, a general Dirichlet with a vector all of whose values are
equal to ), use a general Dirichlet with values that are variously greater or less than , according to which state
is more or less preferred.

http://en.wikipedia.org/w/index.php?title=Probability_distribution
http://en.wikipedia.org/w/index.php?title=Prior_probability
http://en.wikipedia.org/w/index.php?title=Dirichlet_distribution


Hidden Markov model 10

Applications
HMMs can be applied in many fields where the goal is to recover a data sequence that is not immediately observable
(but other data that depends on the sequence is). Applications include:
•• Cryptanalysis
•• Speech recognition
•• Speech synthesis
•• Part-of-speech tagging
•• Machine translation
•• Partial discharge
•• Gene prediction
•• Alignment of bio-sequences
•• Time Series Analysis
•• Activity recognition
•• Protein folding
•• Metamorphic Virus Detection

History
The forward and backward recursions used in HMM as well as computations of marginal smoothing probabilities
were first described by Ruslan L. Stratonovich in 1960 (pages 160—162) and in the late 1950s in his papers in
Russian. The Hidden Markov Models were later described in a series of statistical papers by Leonard E. Baum and
other authors in the second half of the 1960s. One of the first applications of HMMs was speech recognition, starting
in the mid-1970s.
In the second half of the 1980s, HMMs began to be applied to the analysis of biological sequences, in particular
DNA. Since then, they have become ubiquitous in the field of bioinformatics.

Types
Hidden Markov models can model complex Markov processes where the states emit the observations according to
some probability distribution. One such example of distribution is Gaussian distribution, in such a Hidden Markov
Model the states output is represented by a Gaussian distribution.
Moreover it could represent even more complex behavior when the output of the states is represented as mixture of
two or more Gaussians, in which case the probability of generating an observation is the product of the probability of
first selecting one of the Gaussians and the probability of generating that observation from that Gaussian.

Extensions
In the hidden Markov models considered above, the state space of the hidden variables is discrete, while the
observations themselves can either be discrete (typically generated from a categorical distribution) or continuous
(typically from a Gaussian distribution). Hidden Markov models can also be generalized to allow continuous state
spaces. Examples of such models are those where the Markov process over hidden variables is a linear dynamical
system, with a linear relationship among related variables and where all hidden and observed variables follow a
Gaussian distribution. In simple cases, such as the linear dynamical system just mentioned, exact inference is
tractable (in this case, using the Kalman filter); however, in general, exact inference in HMMs with continuous latent
variables is infeasible, and approximate methods must be used, such as the extended Kalman filter or the particle
filter.
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Hidden Markov models are generative models, in which the joint distribution of observations and hidden states, or
equivalently both the prior distribution of hidden states (the transition probabilities) and conditional distribution of
observations given states (the emission probabilities), is modeled. The above algorithms implicitly assume a uniform
prior distribution over the transition probabilities. However, it is also possible to create hidden Markov models with
other types of prior distributions. An obvious candidate, given the categorical distribution of the transition
probabilities, is the Dirichlet distribution, which is the conjugate prior distribution of the categorical distribution.
Typically, a symmetric Dirichlet distribution is chosen, reflecting ignorance about which states are inherently more
likely than others. The single parameter of this distribution (termed the concentration parameter) controls the
relative density or sparseness of the resulting transition matrix. A choice of 1 yields a uniform distribution. Values
greater than 1 produce a dense matrix, in which the transition probabilities between pairs of states are likely to be
nearly equal. Values less than 1 result in a sparse matrix in which, for each given source state, only a small number
of destination states have non-negligible transition probabilities. It is also possible to use a two-level prior Dirichlet
distribution, in which one Dirichlet distribution (the upper distribution) governs the parameters of another Dirichlet
distribution (the lower distribution), which in turn governs the transition probabilities. The upper distribution
governs the overall distribution of states, determining how likely each state is to occur; its concentration parameter
determines the density or sparseness of states. Such a two-level prior distribution, where both concentration
parameters are set to produce sparse distributions, might be useful for example in unsupervised part-of-speech
tagging, where some parts of speech occur much more commonly than others; learning algorithms that assume a
uniform prior distribution generally perform poorly on this task. The parameters of models of this sort, with
non-uniform prior distributions, can be learned using Gibbs sampling or extended versions of the
expectation-maximization algorithm.
An extension of the previously described hidden Markov models with Dirichlet priors uses a Dirichlet process in
place of a Dirichlet distribution. This type of model allows for an unknown and potentially infinite number of states.
It is common to use a two-level Dirichlet process, similar to the previously described model with two levels of
Dirichlet distributions. Such a model is called a hierarchical Dirichlet process hidden Markov model, or HDP-HMM
for short. It was originally described under the name "Infinite Hidden Markov Model"[4] and was further formalized
in[5].
A different type of extension uses a discriminative model in place of the generative model of standard HMMs. This
type of model directly models the conditional distribution of the hidden states given the observations, rather than
modeling the joint distribution. An example of this model is the so-called maximum entropy Markov model
(MEMM), which models the conditional distribution of the states using logistic regression (also known as a
"maximum entropy model"). The advantage of this type of model is that arbitrary features (i.e. functions) of the
observations can be modeled, allowing domain-specific knowledge of the problem at hand to be injected into the
model. Models of this sort are not limited to modeling direct dependencies between a hidden state and its associated
observation; rather, features of nearby observations, of combinations of the associated observation and nearby
observations, or in fact of arbitrary observations at any distance from a given hidden state can be included in the
process used to determine the value of a hidden state. Furthermore, there is no need for these features to be
statistically independent of each other, as would be the case if such features were used in a generative model.
Finally, arbitrary features over pairs of adjacent hidden states can be used rather than simple transition probabilities.
The disadvantages of such models are: (1) The types of prior distributions that can be placed on hidden states are
severely limited; (2) It is not possible to predict the probability of seeing an arbitrary observation. This second
limitation is often not an issue in practice, since many common usages of HMM's do not require such predictive
probabilities.
A variant of the previously described discriminative model is the linear-chain conditional random field. This uses an 
undirected graphical model (aka Markov random field) rather than the directed graphical models of MEMM's and 
similar models. The advantage of this type of model is that it does not suffer from the so-called label bias problem of 
MEMM's, and thus may make more accurate predictions. The disadvantage is that training can be slower than for
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http://en.wikipedia.org/wiki/Hidden_Markov_model#endnote_Beal.2C_Matthew_J..2C_Zoubin_Ghahramani.2C_and_Carl_Edward_Rasmussen._.22The_infinite_hidden_Markov_model..22_Advances_in_neural_information_processing_systems_14_.282002.29:_577-584.
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MEMM's.
Yet another variant is the factorial hidden Markov model, which allows for a single observation to be conditioned on
the corresponding hidden variables of a set of independent Markov chains, rather than a single Markov chain. It
is equivalent to a single HMM, with states (assuming there are states for each chain), and therefore,
learning in such a model is difficult: for a sequence of length , a straightforward Viterbi algorithm has complexity

. To find an exact solution, a junction tree algorithm could be used, but it results in an
complexity. In practice, approximate techniques, such as variational approaches, could be used.

All of the above models can be extended to allow for more distant dependencies among hidden states, e.g. allowing
for a given state to be dependent on the previous two or three states rather than a single previous state; i.e. the
transition probabilities are extended to encompass sets of three or four adjacent states (or in general adjacent
states). The disadvantage of such models is that dynamic-programming algorithms for training them have an

running time, for adjacent states and total observations (i.e. a length- Markov chain).
Another recent extension is the triplet Markov model,[6] in which an auxiliary underlying process is added to model
some data specificities. Many variants of this model have been proposed. One should also mention the interesting
link that has been established between the theory of evidence and the triplet Markov models [7] and which allows to
fuse data in Markovian context [8] and to model nonstationary data.[9][10]
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External links

Concepts
• Teif V. B. and K. Rippe (2010) Statistical–mechanical lattice models for protein–DNA binding in chromatin. J.

Phys.: Condens. Matter, 22, 414105, http:/ / iopscience. iop. org/ 0953-8984/ 22/ 41/ 414105
• A Revealing Introduction to Hidden Markov Models (http:/ / www. cs. sjsu. edu/ ~stamp/ RUA/ HMM. pdf) by

Mark Stamp, San Jose State University.
• Fitting HMM's with expectation-maximization - complete derivation (http:/ / www. ee. washington. edu/ research/

guptalab/ publications/ EMbookChenGupta2010. pdf)
• Switching Autoregressive Hidden Markov Model (SAR HMM) (http:/ / www. tristanfletcher. co. uk/ SAR HMM.

pdf)
• A step-by-step tutorial on HMMs (http:/ / www. comp. leeds. ac. uk/ roger/ HiddenMarkovModels/ html_dev/

main. html) (University of Leeds)
• Hidden Markov Models (http:/ / www. cs. brown. edu/ research/ ai/ dynamics/ tutorial/ Documents/

HiddenMarkovModels. html) (an exposition using basic mathematics)
• Hidden Markov Models (http:/ / jedlik. phy. bme. hu/ ~gerjanos/ HMM/ node2. html) (by Narada Warakagoda)
• Hidden Markov Models: Fundamentals and Applications Part 1 (http:/ / www. eecis. udel. edu/ ~lliao/ cis841s06/

hmmtutorialpart1. pdf), Part 2 (http:/ / www. eecis. udel. edu/ ~lliao/ cis841s06/ hmmtutorialpart2. pdf) (by V.
Petrushin)

• Lecture on a Spreadsheet by Jason Eisner, Video (http:/ / videolectures. net/ hltss2010_eisner_plm/ video/ 2/ ) and
interactive spreadsheet (http:/ / www. cs. jhu. edu/ ~jason/ papers/ eisner. hmm. xls)

Software
• HMMdotEM (http:/ / karamanov. com/ HMMdotEM) General Discrete-State HMM Toolbox (released under

3-clause BSD-like License, Currently only Matlab)
• Hidden Markov Model (HMM) Toolbox for Matlab (http:/ / www. cs. ubc. ca/ ~murphyk/ Software/ HMM/ hmm.

html) (by Kevin Murphy)
• Hidden Markov Model Toolkit (HTK) (http:/ / htk. eng. cam. ac. uk/ ) (a portable toolkit for building and

manipulating hidden Markov models)
• Hidden Markov Model R-Package (http:/ / cran. r-project. org/ web/ packages/ HMM/ index. html) to set up,

apply and make inference with discrete time and discrete space Hidden Markov Models
• HMMlib (http:/ / birc. au. dk/ ~asand/ hmmlib) (an optimized library for work with general (discrete) hidden

Markov models)
• parredHMMlib (http:/ / birc. au. dk/ ~asand/ parredhmmlib) (a parallel implementation of the forward algorithm

and the Viterbi algorithm. Extremely fast for HMMs with small state spaces)
• zipHMMlib (http:/ / birc. au. dk/ software/ zipHMM) (a library for general (discrete) hidden Markov models,

exploiting repetitions in the input sequence to greatly speed up the forward algorithm. Implementation of the
posterior decoding algorithm and the Viterbi algorithm are also provided.)

• GHMM Library (http:/ / www. ghmm. org) (home page of the GHMM Library project)
• CL-HMM Library (http:/ / code. google. com/ p/ cl-hmm/ ) (HMM Library for Common Lisp)
• Jahmm Java Library (http:/ / jahmm. googlecode. com/ ) (general-purpose Java library)
• HMM and other statistical programs (http:/ / www. kanungo. com/ software/ software. html) (Implementation in C

by Tapas Kanungo)
• The hmm package (http:/ / hackage. haskell. org/ cgi-bin/ hackage-scripts/ package/ hmm) A Haskell (http:/ /

www. haskell. org) library for working with Hidden Markov Models.
• GT2K (http:/ / gt2k. cc. gatech. edu/ ) Georgia Tech Gesture Toolkit (referred to as GT2K)

http://iopscience.iop.org/0953-8984/22/41/414105
http://www.cs.sjsu.edu/~stamp/RUA/HMM.pdf
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http://www.cs.brown.edu/research/ai/dynamics/tutorial/Documents/HiddenMarkovModels.html
http://www.cs.brown.edu/research/ai/dynamics/tutorial/Documents/HiddenMarkovModels.html
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• Hidden Markov Models -online calculator for HMM - Viterbi path and probabilities. Examples with perl source
code. (http:/ / www. lwebzem. com/ cgi-bin/ courses/ hidden_markov_model_online. cgi)

• A discrete Hidden Markov Model class, based on OpenCV. (http:/ / sourceforge. net/ projects/ cvhmm/ )
• depmixS4 (http:/ / cran. r-project. org/ web/ packages/ depmixS4/ index. html) R-Package (Hidden Markov

Models of GLMs and Other Distributions in S4 )
• mlpack (http:/ / www. mlpack. org/ ) mlpack contains a C++ implementation of HMMs

Viterbi algorithm
The Viterbi algorithm is a dynamic programming algorithm for finding the most likely sequence of hidden states –
called the Viterbi path – that results in a sequence of observed events, especially in the context of Markov
information sources and hidden Markov models.
The terms Viterbi path and Viterbi algorithm are also applied to related dynamic programming algorithms that
discover the single most likely explanation for an observation. For example, in statistical parsing a dynamic
programming algorithm can be used to discover the single most likely context-free derivation (parse) of a string,
which is sometimes called the Viterbi parse.
The Viterbi algorithm was proposed by Andrew Viterbi in 1967 as a decoding algorithm for convolutional codes
over noisy digital communication links.[1] The algorithm has found universal application in decoding the
convolutional codes used in both CDMA and GSM digital cellular, dial-up modems, satellite, deep-space
communications, and 802.11 wireless LANs. It is now also commonly used in speech recognition, speech synthesis,
keyword spotting, computational linguistics, and bioinformatics. For example, in speech-to-text (speech
recognition), the acoustic signal is treated as the observed sequence of events, and a string of text is considered to be
the "hidden cause" of the acoustic signal. The Viterbi algorithm finds the most likely string of text given the acoustic
signal.

Algorithm
Suppose we are given a Hidden Markov Model (HMM) with state space , initial probabilities of being in state

and transition probabilities of transitioning from state to state . Say we observe outputs .
The most likely state sequence that produces the observations is given by the recurrence relations:[2]

Here is the probability of the most probable state sequence responsible for the first observations that has 
as its final state. The Viterbi path can be retrieved by saving back pointers that remember which state was used in
the second equation. Let be the function that returns the value of used to compute if , or

if . Then:

Here we're using the standard definition of arg max.
The complexity of this algorithm is .
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Pseudocode
Given the observation space , the state space , a sequence of
observations , transition matrix of size such that stores the transition
probability of transiting from state to state , emission matrix of size such that stores the
probability of observing from state , an array of initial probabilities of size such that stores the
probability that .We say a path is a sequence of states that generate the
observations .
In this dynamic programming problem, we construct two 2-dimensional tables of size . Each
element of , , stores the probability of the most likely path so far with

that generates . Each element of , , stores of the most likely
path so far for 
We fill entries of two tables by increasing order of .

, and

Note that does not need to appear in the latter expression, as it's constant with i and j and does not affect the
argmax.

   INPUT:  The observation space , 

           the state space , 

           a sequence of observations   such that  if the 

             observation at time  is ,

           transition matrix  of size  such that  stores the transition

             probability of transiting from state  to state ,

           emission matrix  of size  such that  stores the probability of

             observing  from  state , 

           an array of initial probabilities  of size  such that  stores the probability

             that 

   OUTPUT: The most likely hidden state sequence 

A01 function VITERBI( O, S,π,Y,A,B ) : X

A02     for each state s
i
 do

A03         T
1
[i,1]←π

i
B
iy
1

A04         T
2
[i,1]←0

A05     end for

A06     for i←2,3,...,T do

A07         for each state s
j
 do

A08             T
1
[j,i]←

A09             T
2
[j,i]←

A10         end for

A11     end for

A12     z
T
←

A13     x
T
←s

z
T

A14     for i←T,T-1,...,2 do

A15         z
i-1

←T
2
[z

i
,i]

A16         x
i-1

←s
z
i-1

A17     end for
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A18     return X

A19 end function

Example
Consider a primitive clinic in a village. People in the village have a very nice property that they are either healthy or
have a fever. They can only tell if they have a fever by asking a doctor in the clinic. The wise doctor makes a
diagnosis of fever by asking patients how they feel. Villagers only answer that they feel normal, dizzy, or cold.
Suppose a patient comes to the clinic each day and tells the doctor how she feels. The doctor believes that the health
condition of this patient operates as a discrete Markov chain. There are two states, "Healthy" and "Fever", but the
doctor cannot observe them directly, that is, they are hidden from him. On each day, there is a certain chance that the
patient will tell the doctor she has one of the following feelings, depending on her health condition: "normal", "cold",
or "dizzy". Those are the observations. The entire system is that of a hidden Markov model (HMM).
The doctor knows the villager's general health condition, and what symptoms patients complain of with or without
fever on average. In other words, the parameters of the HMM are known. They can be represented as follows in the
Python programming language:

states = ('Healthy', 'Fever')

 

observations = ('normal', 'cold', 'dizzy')

 

start_probability = {'Healthy': 0.6, 'Fever': 0.4}

 

transition_probability = {

   'Healthy' : {'Healthy': 0.7, 'Fever': 0.3},

   'Fever' : {'Healthy': 0.4, 'Fever': 0.6},

   }

 

emission_probability = {

   'Healthy' : {'normal': 0.5, 'cold': 0.4, 'dizzy': 0.1},

   'Fever' : {'normal': 0.1, 'cold': 0.3, 'dizzy': 0.6},

   }

In this piece of code, start_probability represents the doctor's belief about which state the HMM is in when
the patient first visits (all he knows is that the patient tends to be healthy). The particular probability distribution
used here is not the equilibrium one, which is (given the transition probabilities) approximately {'Healthy':
0.57, 'Fever': 0.43}. The transition_probability represents the change of the health condition in
the underlying Markov chain. In this example, there is only a 30% chance that tomorrow the patient will have a fever
if he is healthy today. The emission_probability represents how likely the patient is to feel on each day. If
he is healthy, there is a 50% chance that he feels normal; if he has a fever, there is a 60% chance that he feels dizzy.

http://en.wikipedia.org/w/index.php?title=Markov_chain
http://en.wikipedia.org/w/index.php?title=Python_programming_language
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The patient visits three days in a row and the doctor discovers that on the first day she feels normal, on the second
day she feels cold, on the third day she feels dizzy. The doctor has a question: what is the most likely sequence of
health condition of the patient would explain these observations? This is answered by the Viterbi algorithm.

# Helps visualize the steps of Viterbi.

def print_dptable(V):

    s = "    " + "".join(("%7d" % i) for i in range(len(V))) + "\n"

    for y in V[0]:

        s += "%.5s: " % y

        s += "".join("%.7s" % ("%f" % v[y]) for v in V)

        s += "\n"

    print(s)

def viterbi(obs, states, start_p, trans_p, emit_p):

    # Initialize base cases (t == 0)

    #   V = [{y:(start_p[y] * emit_p[y][obs[0]]) for y in states}]

    #   path = {y:[y] for y in states}

    for y in states:

        V[0][y] = start_p[y] * emit_p[y][obs[0]]

        path[y] = [y]

    # Run Viterbi for t > 0

    for t in range(1, len(obs)):

        V.append({})

http://en.wikipedia.org/w/index.php?title=File%3AAn_example_of_HMM.png
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        newpath = {}

        for y in states:

            (prob, state) = max((V[t-1][y0] * trans_p[y0][y] * 

emit_p[y][obs[t]], y0) for y0 in states)

            V[t][y] = prob

            newpath[y] = path[state] + [y]

        # Don't need to remember the old paths

        path = newpath

    print_dptable(V)

    (prob, state) = max((V[t][y], y) for y in states)

    return (prob, path[state])

The function viterbi takes the following arguments: obs is the sequence of observations, e.g. ['normal',
'cold', 'dizzy']; states is the set of hidden states; start_p is the start probability; trans_p are the
transition probabilities; and emit_p are the emission probabilities. For simplicity of code, we assume that the
observation sequence obs is non-empty and that trans_p[i][j] and emit_p[i][j] is defined for all
states i,j.
In the running example, the forward/Viterbi algorithm is used as follows:

def example():

    return viterbi(observations,

                   states,

                   start_probability,

                   transition_probability,

                   emission_probability)

print(example())

This reveals that the observations ['normal', 'cold', 'dizzy'] were most likely generated by states
['Healthy', 'Healthy', 'Fever']. In other words, given the observed activities, the patient was most
likely to have been healthy both on the first day when she felt normal as well as on the second day when she felt
cold, and then she contracted a fever the third day.
The operation of Viterbi's algorithm can be visualized by means of a trellis diagram. The Viterbi path is essentially
the shortest path through this trellis. The trellis for the clinic example is shown below; the corresponding Viterbi path
is in bold:

http://en.wikipedia.org/w/index.php?title=Trellis_diagram%23Trellis_diagram
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When implementing Viterbi's algorithm, it should be noted that many languages use floating point arithmetic - as p is
small, this may lead to underflow in the results. A common technique to avoid this is to take the logarithm of the
probabilities and use it throughout the computation, the same technique used in the Logarithmic Number System.
Once the algorithm has terminated, an accurate value can be obtained by performing the appropriate exponentiation.

Extensions
A generalization of the Viterbi algorithm, termed the max-sum algorithm (or max-product algorithm) can be used to
find the most likely assignment of all or some subset of latent variables in a large number of graphical models, e.g.
Bayesian networks, Markov random fields and conditional random fields. The latent variables need in general to be
connected in a way somewhat similar to an HMM, with a limited number of connections between variables and some
type of linear structure among the variables. The general algorithm involves message passing and is substantially
similar to the belief propagation algorithm (which is the generalization of the forward-backward algorithm).
With the algorithm called iterative Viterbi decoding one can find the subsequence of an observation that matches
best (on average) to a given HMM. This algorithm is proposed by Qi Wang, etc. to deal with turbo code. Iterative
Viterbi decoding works by iteratively invoking a modified Viterbi algorithm, reestimating the score for a filler until
convergence.
An alternative algorithm, the Lazy Viterbi algorithm, has been proposed recently. For many codes of practical
interest, under reasonable noise conditions, the lazy decoder (using Lazy Viterbi algorithm) is much faster than the
original Viterbi decoder (using Viterbi algorithm). This algorithm works by not expanding any nodes until it really
needs to, and usually manages to get away with doing a lot less work (in software) than the ordinary Viterbi
algorithm for the same result - however, it is not so easy to parallelize in hardware.
Moreover, the Viterbi algorithm has been extended to operate with a deterministic finite automaton in order to
improve speed for use in stochastic letter-to-phoneme conversion.

http://en.wikipedia.org/w/index.php?title=File%3AViterbi_animated_demo.gif
http://en.wikipedia.org/w/index.php?title=Floating_point
http://en.wikipedia.org/w/index.php?title=Arithmetic_underflow
http://en.wikipedia.org/w/index.php?title=Log_probability
http://en.wikipedia.org/w/index.php?title=Log_probability
http://en.wikipedia.org/w/index.php?title=Logarithmic_Number_System
http://en.wikipedia.org/w/index.php?title=Latent_variable
http://en.wikipedia.org/w/index.php?title=Graphical_model
http://en.wikipedia.org/w/index.php?title=Bayesian_network
http://en.wikipedia.org/w/index.php?title=Markov_random_field
http://en.wikipedia.org/w/index.php?title=Conditional_random_field
http://en.wikipedia.org/w/index.php?title=Belief_propagation
http://en.wikipedia.org/w/index.php?title=Forward-backward_algorithm
http://en.wikipedia.org/w/index.php?title=Iterative_Viterbi_decoding
http://en.wikipedia.org/w/index.php?title=Turbo_code
http://en.wikipedia.org/w/index.php?title=Lazy_Viterbi_algorithm
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Notes
[1] 29 Apr 2005, G. David Forney Jr: The Viterbi Algorithm: A Personal History (http:/ / arxiv. org/ abs/ cs/ 0504020v2)
[2][2] Xing E, slide 11
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External links
• Implementations in Java, F#, Clojure, C# on Wikibooks (http:/ / en. wikibooks. org/ wiki/
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resources/ 0521882672/ 7934_kaeslin_dynpro_new. pdf)
• A tutorial for a Hidden Markov Model toolkit (implemented in C) that contains a description of the Viterbi

algorithm (http:/ / www. kanungo. com/ software/ hmmtut. pdf)

Forward–backward algorithm
The forward–backward algorithm is an inference algorithm for hidden Markov models which computes the
posterior marginals of all hidden state variables given a sequence of observations/emissions ,
i.e. it computes, for all hidden state variables , the distribution . This
inference task is usually called smoothing. The algorithm makes use of the principle of dynamic programming to
efficiently compute the values that are required to obtain the posterior marginal distributions in two passes. The first
pass goes forward in time while the second goes backward in time; hence the name forward–backward algorithm.
The term forward–backward algorithm is also used to refer to any algorithm belonging to the general class of
algorithms that operate on sequence models in a forward–backward manner. In this sense, the descriptions in the
remainder of this article refer but to one specific instance of this class.

Overview
In the first pass, the forward–backward algorithm computes a set of forward probabilities which provide, for all

, the probability of ending up in any particular state given the first observations in the
sequence, i.e. . In the second pass, the algorithm computes a set of backward probabilities which
provide the probability of observing the remaining observations given any starting point , i.e. .
These two sets of probability distributions can then be combined to obtain the distribution over states at any specific
point in time given the entire observation sequence:

The last step follows from an application of Bayes' rule and the conditional independence of and given
.

As outlined above, the algorithm involves three steps:
1.1. computing forward probabilities
2.2. computing backward probabilities
3.3. computing smoothed values.
The forward and backward steps may also be called "forward message pass" and "backward message pass" - these
terms are due to the message-passing used in general belief propagation approaches. At each single observation in
the sequence, probabilities to be used for calculations at the next observation are computed. The smoothing step can
be calculated simultaneously during the backward pass. This step allows the algorithm to take into account any past
observations of output for computing more accurate results.
The forward–backward algorithm can be used to find the most likely state for any point in time. It cannot, however,
be used to find the most likely sequence of states (see Viterbi algorithm).
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Forward probabilities
The following description will use matrices of probability values rather than probability distributions, although in
general the forward-backward algorithm can be applied to continuous as well as discrete probability models.
We transform the probability distributions related to a given hidden Markov model into matrix notation as follows.
The transition probabilities of a given random variable representing all possible states in the
hidden Markov model will be represented by the matrix where the row index, i, will represent the start state and
the column index, j, represents the target state. The example below represents a system where the probability of
staying in the same state after each step is 70% and the probability of transitioning to the other state is 30%. The
transition matrix is then:

In a typical Markov model we would multiply a state vector by this matrix to obtain the probabilities for the
subsequent state. In a hidden Markov model the state is unknown, and we instead observe events associated with the
possible states. An event matrix of the form:

provides the probabilities for observing events given a particular state. In the above example, event 1 will be
observed 90% of the time if we are in state 1 while event 2 has a 10% probability of occurring in this state. In
contrast, event 1 will only be observed 20% of the time if we are in state 2 and event 2 has an 80% chance of
occurring. Given a state vector ( ), the probability of observing event j is then:

This can be represented in matrix form by multiplying the state vector ( ) by an observation matrix ( )
containing only diagonal entries. Each entry is the probability of the observed event given each state. Continuing the
above example, an observation of event 1 would be:

This allows us to calculate the probabilities associated with transitioning to a new state and observing the given
event as:

The probability vector that results contains entries indicating the probability of transitioning to each state and
observing the given event. This process can be carried forward with additional observations using:

This value is the forward probability vector. The i'th entry of this vector provides:

Typically, we will normalize the probability vector at each step so that its entries sum to 1. A scaling factor is thus
introduced at each step such that:

where represents the scaled vector from the previous step and represents the scaling factor that causes the
resulting vector's entries to sum to 1. The product of the scaling factors is the total probability for observing the
given events irrespective of the final states:
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This allows us to interpret the scaled probability vector as:

We thus find that the product of the scaling factors provides us with the total probability for observing the given
sequence up to time t and that the scaled probability vector provides us with the probability of being in each state at
this time.

Backward probabilities
A similar procedure can be constructed to find backward probabilities. These intend to provide the probabilities:

That is, we now want to assume that we start in a particular state ( ), and we are now interested in the
probability of observing all future events from this state. Since the initial state is assumed as given (i.e. the prior
probability of this state = 100%), we begin with:

Notice that we are now using a column vector while the forward probabilities used row vectors. We can then work
backwards using:

While we could normalize this vector as well so that its entries sum to one, this is not usually done. Noting that each
entry contains the probability of the future event sequence given a particular initial state, normalizing this vector
would be equivalent to applying Bayes' theorem to find the likelihood of each initial state given the future events
(assuming uniform priors for the final state vector). However, it is more common to scale this vector using the same

constants used in the forward probability calculations. is not scaled, but subsequent operations use:

where represents the previous, scaled vector. This result is that the scaled probability vector is related to the
backward probabilities by:

This is useful because it allows us to find the total probability of being in each state at a given time, t, by multiplying
these values:

To understand this, we note that provides the probability for observing the given events in a way
that passes through state at time t. This probability includes the forward probabilities covering all events up to
time t as well as the backward probabilities which include all future events. This is the numerator we are looking for
in our equation, and we divide by the total probability of the observation sequence to normalize this value and
extract only the probability that . These values are sometimes called the "smoothed values" as they
combine the forward and backward probabilities to compute a final probability.
The values thus provide the probability of being in each state at time t. As such, they are useful for 
determining the most probable state at any time. It should be noted, however, that the term "most probable state" is 
somewhat ambiguous. While the most probable state is the most likely to be correct at a given point, the sequence of 
individually probable states is not likely to be the most probable sequence. This is because the probabilities for each 
point are calculated independently of each other. They do not take into account the transition probabilities between 
states, and it is thus possible to get states at two moments (t and t+1) that are both most probable at those time points
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but which have very little probability of occurring together, i.e. . The most probable sequence of states that produced
an observation sequence can be found using the Viterbi algorithm.

Example
This example takes as its basis the umbrella world in Russell & Norvig 2010 Chapter 15 pp. 566 in which we would
like to infer the weather given observation of a man either carrying or not carrying an umbrella. We assume two
possible states for the weather: state 1 = rain, state 2 = no rain. We assume that the weather has a 70% chance of
staying the same each day and a 30% chance of changing. The transition probabilities are then:

We also assume each state generates 2 events: event 1 = umbrella, event 2 = no umbrella. The conditional
probabilities for these occurring in each state are given by the probability matrix:

We then observe the following sequence of events: {umbrella, umbrella, no umbrella, umbrella, umbrella} which we
will represent in our calculations as:

Note that differs from the others because of the "no umbrella" observation.
In computing the forward probabilities we begin with:

which is our prior state vector indicating that we don't know which state the weather is in before our observations.
While a state vector should be given as a row vector, we will use the transpose of the matrix so that the calculations
below are easier to read. Our calculations are then written in the form:

instead of:

Notice that the transformation matrix is also transposed, but in our example the transpose is equal to the original
matrix. Performing these calculations and normalizing the results provides:

For the backward probabilities we start with:
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We are then able to compute (using the observations in reverse order and normalizing with different constants):

Finally, we will compute the smoothed probability values. These result also must be scaled so that its entries sum to
1 because we did not scale the backward probabilities with the 's found earlier. The backward probability vectors
above thus actually represent the likelihood of each state at time t given the future observations. Because these
vectors are proportional to the actual backward probabilities, the result has to be scaled an additional time.

Notice that the value of is equal to and that is equal to . This follows naturally because both 
and begin with uniform priors over the initial and final state vectors (respectively) and take into account all of
the observations. However, will only be equal to when our initial state vector represents a uniform prior
(i.e. all entries are equal). When this is not the case needs to be combined with the initial state vector to find
the most likely initial state. We thus find that the forward probabilities by themselves are sufficient to calculate the
most likely final state. Similarly, the backward probabilities can be combined with the initial state vector to provide
the most probable initial state given the observations. The forward and backward probabilities need only be
combined to infer the most probable states between the initial and final points.The calculations above reveal that the most probable weather state on every day except for the third one was "rain."
They tell us more than this, however, as they now provide a way to quantify the probabilities of each state at
different times. Perhaps most importantly, our value at quantifies our knowledge of the state vector at the end of
the observation sequence. We can then use this to predict the probability of the various weather states tomorrow as
well as the probability of observing an umbrella.



Forwardbackward algorithm 26

Performance
The brute-force procedure for the solution of this problem is the generation of all possible state sequences and
calculating the joint probability of each state sequence with the observed series of events. This approach has time
complexity , where is the length of sequences and is the number of symbols in the state
alphabet. This is intractable for realistic problems, as the number of possible hidden node sequences typically is
extremely high. However, the forward–backward algorithm has time complexity .
An enhancement to the general forward-backward algorithm, called the Island algorithm, trades smaller memory
usage for longer running time, taking time and memory. On a computer with an
unlimited number of processors, this can be reduced to total time, while still taking only 
memory.[1]

In addition, algorithms have been developed to compute efficiently through online smoothing such as the
fixed-lag smoothing (FLS) algorithm Russell & Norvig 2010 Figure 15.6 pp. 580.

Pseudocode
ForwardBackward(guessState, sequenceIndex):

    if sequenceIndex is past the end of the sequence, return 1

    if (guessState, sequenceIndex) has been seen before, return saved result

    result = 0

    for each neighboring state n:

        result = result + (transition probability from guessState to n given observation element at sequenceIndex)

                        * ForwardBackward(n, sequenceIndex+1)

    save result for (guessState, sequenceIndex)

    return result

Python example
Given HMM (just like in Viterbi algorithm) represented in the Python programming language:

states = ('Healthy', 'Fever')

end_state = 'E'

 

observations = ('normal', 'cold', 'dizzy')

 

start_probability = {'Healthy': 0.6, 'Fever': 0.4}

 

transition_probability = {

   'Healthy' : {'Healthy': 0.69, 'Fever': 0.3, 'E': 0.01},

   'Fever' : {'Healthy': 0.4, 'Fever': 0.59, 'E': 0.01},

   }

 

emission_probability = {

   'Healthy' : {'normal': 0.5, 'cold': 0.4, 'dizzy': 0.1},

   'Fever' : {'normal': 0.1, 'cold': 0.3, 'dizzy': 0.6},

   }

We can write implementation like this:

http://en.wikipedia.org/w/index.php?title=Time_complexity
http://en.wikipedia.org/w/index.php?title=Time_complexity
http://en.wikipedia.org/w/index.php?title=Island_algorithm
http://en.wikipedia.org/w/index.php?title=Python_programming_language
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def fwd_bkw(x, states, a_0, a, e, end_st):

    L = len(x)

 

    fwd = []

    f_prev = {}

    # forward part of the algorithm

    for i, x_i in enumerate(x):

        f_curr = {}

        for st in states:

            if i == 0:

                # base case for the forward part

                prev_f_sum = a_0[st]

            else:

                prev_f_sum = sum(f_prev[k]*a[k][st] for k in states)

 

            f_curr[st] = e[st][x_i] * prev_f_sum

 

        fwd.append(f_curr)

        f_prev = f_curr

 

    p_fwd = sum(f_curr[k]*a[k][end_st] for k in states)

 

    bkw = []

    b_prev = {}

    # backward part of the algorithm

    for i, x_i_plus in enumerate(reversed(x[1:]+(None,))):

        b_curr = {}

        for st in states:

            if i == 0:

                # base case for backward part

                b_curr[st] = a[st][end_st]

            else:

                b_curr[st] = sum(a[st][l]*e[l][x_i_plus]*b_prev[l] for 

l in states)

 

        bkw.insert(0,b_curr)

        b_prev = b_curr

 

    p_bkw = sum(a_0[l] * e[l][x[0]] * b_curr[l] for l in states)

 

    # merging the two parts

    posterior = {}

    for st in states:

        posterior[st] = [fwd[i][st]*bkw[i][st]/p_fwd for i in range(L)]

 

    assert p_fwd == p_bkw

    return fwd, bkw, posterior
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The function fwd_bkw takes the following arguments: x is the sequence of observations, e.g. ['normal',
'cold', 'dizzy']; states is the set of hidden states; a_0 is the start probability; a are the transition
probabilities; and e are the emission probabilities.
For simplicity of code, we assume that the observation sequence x is non-empty and that a[i][j] and
e[i][j] is defined for all states i,j.
In the running example, the forward-backward algorithm is used as follows:

def example():

    return fwd_bkw(observations,

                   states,

                   start_probability,

                   transition_probability,

                   emission_probability,

                   end_state)

for line in example():

    print(' '.join(map(str, line)))
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External links
• An interactive spreadsheet for teaching the forward–backward algorithm (http:/ / www. cs. jhu. edu/ ~jason/

papers/ #eisner-2002-tnlp) (spreadsheet and article with step-by-step walk-through)
• Tutorial of hidden Markov models including the forward–backward algorithm (http:/ / www. cs. brown. edu/

research/ ai/ dynamics/ tutorial/ Documents/ HiddenMarkovModels. html)
• Collection of AI algorithms implemented in Java (http:/ / code. google. com/ p/ aima-java/ ) (including HMM and

the forward–backward algorithm)
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