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In this paper we study a graph-based approach to the task of Recognizing Textual En-
tailment between a Text and a Hypothesis. The approach takes into account the full
lexico-syntactic context of both the Text and Hypothesis and is based on the concept
of subsumption. It starts with mapping the Text and Hypothesis on to graph structures
that have nodes representing concepts and edges representing lexico-syntactic relations
among concepts. An entailment decision is then made on the basis of a subsumption
score between the Text-graph and Hypothesis-graph. The results obtained from a stan-
dard entailment test data set were promising. The impact of synonymy on entailment is
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quantified and discussed. An important advantage to a solution like ours is its ability to
be customized to obtain high-confidence results.

Keywords: textual entailment; syntactic dependencies; natural language processing;
graph subsumption.

1. Introduction

Recognizing Textual Entailment (RTE)1 is the task of deciding, given two text
fragments, whether the meaning of one text is entailed by the other text (see Dagan
et al.2). We say that T (the entailing text) entails H (the entailed hypothesis).
The task is relevant to a large number of applications, including Summarization,
where redundancy can be avoided by eliminating sentences that are entailed by
other sentences in the summary; Question Answering, where the ideal answer to a
question must be entailed from candidate answers found in source documents; and
Information Retrieval, where the text in desired documents must entail given search
criteria.

In this paper, we present a novel approach to the task of Recognizing Tex-
tual Entailment that uses minimal knowledge resources and delivers high-precision
results on a class of entailment cases, i.e. cases with high lexical overlap. The ap-
proach relies on lexico-syntactic information and synonymy embedded in an online
thesaurus.

Our approach to entailment evaluation begins by mapping each Text-Hypothesis
(T-H) pair on to two graphs, one graph for H and one graph for T. In this approach,
vertices represent main concepts and edges indicate syntactic dependencies among
concepts, as encoded in H and T, respectively. An entailment score, entail(T, H),
is then computed, quantifying the degree to which the T-graph subsumes the H-
graph. The produced score is defined as being non-symmetric, i.e. entail(T, H) 6=
entail(H, T ). This constraint is needed in order to model unidirectional entailment:
Thus, we can say that T entailing H does not entail that H must entail T. Evaluation
of our approach to entailment is conducted on the standard RTE-11 data. The
data contains pairs of sentences extracted from a variety of applications including
Question Answering, Multi-Document Summarization, Information Retrieval, and
Machine Translation.

The remainder of the paper is structured in seven sections. Section 2 defines
entailment as we use it in this paper. Section 3 outlines related work. Section 4
describes our approach. Section 5 explains the scoring formula of our approach and
its components. Section 6 illustrates the approach on a concrete example. Section
7 presents the experiments we have performed, the results, and a comparative view
of different approaches. The paper ends with a Discussion and Conclusions section.

2. Defining Entailment

The term entailment is often associated with the highly similar concept of implica-
ture. Each of these terms is discussed extensively in the literature and it is not the
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purpose of this study to settle such debate. In this study we use the term entailment
to refer to linguistic-based inferences that are closely tied to explicit words, syntactic
constructions, and formal semantics, as opposed to knowledge-based implied refer-
ents and references, for which the term implicature is more appropriate (McCarthy,
Rus, et al.3). For our purposes, implicature corresponds to the controlled knowledge
elaborative inference definition given in Kintsch4 or to knowledge-based inferences
defined in the inference taxonomy proposed by Graesser, Singer, & Trabasso5. For
example, Kintsch argued that the sentence pair ”Danny wanted a new bike / He
worked as a waiter,” (pp 194-195) does not supply the necessary explicit informa-
tion within the text that is sufficiently well-formed for a reader to know (or to
entail) that Danny is working as a waiter for the purpose of buying a bike. Kintsch
nevertheless proposed that the lack of explicit information would be unlikely to
prevent a typical reader from drawing such a conclusion (or inference) from the
sentence pair. The taxonomy proposed by Graesser et al.5 identified many classes
of knowledge-based inferences that are routinely constructed when narrative texts
are comprehended. However, these knowledge-based inferences rely on world knowl-
edge and cognitive mechanisms that have a very different character than the more
tractable, well-formed entailment.

Interestingly, an authentic example of the importance of the entail-
ment/implicature distinction was supplied during the 2006 Israeli/Lebanon con-
flict. At a news conference, then U.N. Secretary General, Koffi Annan, released the
following statement regarding the hostilities: “While Hezbollah’s actions are de-
plorable, and as I’ve said, Israel has a right to defend itself, the excessive use of
force is to be condemned.” Within the hour, the BBC reported Annan’s statement
as “[Annan] condemned Hezbollah for sparking the latest violence in the country,
but also attacked Israel for what he called its ‘excessive use of force’ ”. When asked
to comment on the reports, and particularly the aspect of “Israel’s excessive use
of force,” White House spokesman, Tony Snow, pointed out that Annan’s state-
ment did not entail the BBC’s reporting of the remark. That is, Snow argued that
Annan had only said that “the excessive use of force is to be condemned,” but he
had not explicitly said that Israel itself was guilty of committing such excess. Thus,
we would argue that the BBC’s commentary would be termed implicature rather
than entailment. And indeed, we can presume that Annan’s words were carefully
chosen to be interpreted with equal favor from all sides, as would be entailed by his
position.

Closely related to entailment is the textual inference task of answer correct-
ness presented in Moldovan and Rus6. Moldovan and Rus demonstrate the use of
unification and matching to address the answer correctness problem. Similar to
entailment, answer correctness assesses whether a candidate answer to a question
entails a given ideal answer to that question. In this approach, the question is first
mapped into an ideal answer which contains a generic word for the WHO word in
the question. The ideal answer is then paired with an answer from a list of candidate
answers (obtained through methods such as keyword proximity and shallow seman-
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tics methods). The resulting pair is mapped into a first-order logic representation.
A unification process is then performed between the ideal answer and the candi-
date answer. As a contingency step, for cases where no full unification is possible,
the candidate answer with the highest unification score is ranked highest. The task
Moldovan and Rus describe differs from the Recognizing Textual Entailment1 task
in that a list of candidate answers to rank is available; however, the granularity of
candidate answers and questions is similar to the Recognizing Textual Entailment
data.

3. Related Work

Previous entailment related research can be divided into two major groups: early
work on textual inference and more recent work on textual entailment. In turn, the
early work on textual inference can also be divided into two groups. One group com-
prises researchers in the fields of artificial intelligence and computational linguistics,
whereas the other group is from the fields of psychology and cognitive science.

3.1. Textual Inference: The Early Period

In the 1970s and 1980s much research in artificial intelligence was directed toward
capturing semantics. We discuss here the work of Woods7 on semantic networks,
Hobbs 8,9 on abductive inferences, and the SNePS system10.

Woods7 argued for semantic networks as a representation for semantics. Seman-
tic networks connect concepts, facts, and ideas via categorized links (such as is-a,
has-as-parts, cause). Human-like retrieval of information is possible in semantic net-
works. Cognitive scientists proposed models that made the case that the retrieval
of information in human minds, and thus in intelligent systems that use such mod-
els, is possible because the concepts, facts, and ideas are linked associatively in a
network (see Collins & Loftus11). Semantic networks were extended to Conceptual
Graphs by John Sowa12. Conceptual Graphs are semantic networks that can repre-
sent logical descriptions and can be used for automated logical reasoning similar to
first order predicate logic.

Hobbs8,9 proposed a first-order logic representation for representing language
that is similar to natural language. Predicates in the representation are derived
from words in language. For instance, the sentence I bought a plant would lead to
the following first order predicates: buy, plant. Hobbs argued that the representation
should be kept simple so that research can be directed to the functional problems of
language use instead of deriving the representation. The representations were used
for reasoning and interpreting text by applying abductive inferencinga.

SNePS (The Semantic Network Processing System)10 is a logic-, frame-, and
network-based system. SNePS has terms, functions, and formulas in its logic-based

aThe operation known as abduction (not to be confused with induction or deduction) is a reasoning
method through which the best assumption is made from limited data.
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component that handle natural language input and output. Functional terms are
represented as frames with slots and fillers. Functional terms, some of which are
propositions, are further represented as nodes in a semantic network. For example,
the sentence Sue believes something is represented as a propositional node M1, which
has its own structure. The node is represented by the frame [Experiencer: Sue; Verb:
believe; Theme: something] where Experiencer, Verb, and Theme are the slots of
the frame and Sue, believe, and something are the fillers of those slots. The elements
of the node (the values of the slots) are linked to the propositional node via links
labeled with the slots of the frame.

The early systems outlined above are characterized by rich representations that
are processed with a small number of powerful reasoning mechanisms. However,
each of these systems shares the same problem of scalability when applied to real
world scenarios. We propose in this paper a system that is fully implemented and
can be applied to entailment data in any domain and of any size.

3.2. Entailment: The Recent Period

Recent research approaches toward textual entailment have been conducted in a
number of forms, ranging from Information Retrieval to Natural Language Pro-
cessing. We divide these entailment approaches into three major categories: lexical
approaches, lexico-syntactic approaches, and knowledge-intensive approaches. In this
section we begin with a broad outline of these three approaches before then offering
a closer analysis.

The lexical approaches use a variety of word level information to compute en-
tailment. At one end of the continuum are the simple, weighted, “bag of words”
approaches, as proposed by Monz and de Rijke13. At the other end are systems
with a combination of weighted words and word similarity methods, as in Corley
and Mihalcea14. The lexico-syntactic approaches augment the use of lexical informa-
tion with syntactic information when making entailment decisions. Examples of such
approaches are Dagan and Glickman15, Pazienza and colleagues16, as well as our
own. The third category of entailment approaches, knowledge intensive (e.g. Raina
et al.17), goes beyond the surface level of lexical and syntactic information of the
previous two categories. Knowledge intensive entailment decisions use well-formed
but complex representations and reasoning engines together with rich resources of
knowledge. Such knowledge intensive approaches are expensive to build and do not
scale up easily to larger data sets and new domains. In addition, most reported
studies only offer a glimpse of how the needed resources could be constructed; or,
alternatively, a small version is manually constructed featuring only those resources
that are sufficient for a specific experimental setup. While some knowledge-intensive
approaches (e.g. Raina et al.17) do offer better performance on the RTE-1 data, it
is difficult to argue that there is sufficient improvement to justify the cost of con-
structing such a complex system. An additional practical limitation of a slow but
accurate knowledge-intensive entailment approach is that it would have problems
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with interactive environments. For example, users of Intelligent Tutoring Systems
require fast responses, even while long delays may provide a marginal improvement
in accuracy. That is, the heavy use of resources and computational processes in
such automated reasoning systems make the computational time considerable. This
having been said, none of the systems referenced in this category have systemat-
ically analyzed response time; as such it is difficult to judge their suitability for
interactivity.

3.2.1. Lexical Approaches

In one of the earliest explicit studies of entailment, Monz and de Rijke13 proposed a
weighted bag of words approach. Their approach is based on tf-idf(term frequency
- inverted document frequency)b, a concept from information retrieval. They ar-
gued that traditional inference systems based on first-order logic are restricted to
yes/no decisions for entailment tasks. In contrast, their approach delivered graded
outcomes. However, the entailment relations established by Monz and de Rijke were
between larger pieces of text than the proposed Recognizing Textual Entailment1

setup. Specifically, Monz and de Rijke used segments that were on average four sen-
tences long, whereas in the Recognizing Textual Entailment setup the text length
is generally no more than a sentence or a phrase from of a sentence. For comparison
purposes, in this study we replicated the approach of Monz and de Rijke, also iden-
tified as the tf-idf approach later, and report its performance on the Recognizing
Textual Entailment test data in the Experiments and Results section.

Corley and Mihalcea14 proposed to extend word-to-word similarity metrics to
text-to-text similarity so that they could apply it to entailment and paraphrase
recognition. They defined a non-symmetric measure of similarity between two text
segments and applied it to entailment and paraphrase identification. Their measure
weights each word according to inverted document frequency (idf) values computed
from the British National Corpus. Each word in one text has a corresponding most
similar word in the other text, based on a set of word-to-word similarity metrics.
Their proposed measure only uses content words because many of the existing word-
to-word metrics apply only to content words, others apply only to nouns and verbs.
The main difference between our approach and that of Corley and Mihalcea is that
they do not use syntax, whereas we do not weight words. A second major difference is
that we use simple lexical matching (augmented with synonymy) to find a matching
word instead of word-to-word similarity measures.

bTerm frequency(tf) is the frequency of a word in a given document. Document frequency of a
word is the number of documents in a collection in which the word appears. Inverted document
frequency (idf) of a word is the inverse of its document frequency and is used as a measure of
specificity of the word. The higher the idf, the fewer the documents in which the word appears,
and thus the rarer/more specific the word is. Tf-idf is used in information retrieval as a composite
measure of relevance of documents to a given user query.
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3.3. Lexico-Syntactic Approaches

Dagan and Glickman15 presented a probabilistic approach to textual entailment
based on lexico-syntactic structures. They use a knowledge base with entailment
patterns and a set of inference rules. The patterns are composed of a pattern struc-
ture (entailing template ⇒ entailed template, e.g. X ← subj buy obj → Y ⇒ X ←
subj own obj → Y) and a quantity that indicates the probability that a text that
entails the entailing template also entails the entailed template. Their approach
appears to reduce the problem of finding entailment patterns to the problem of
paraphrase acquisition: the task of finding linguistic structures that share the same
content. They do not report any evaluation of the quality of the acquired patterns,
but instead provide a set of examples. As a consequence, it is difficult to evaluate
their approach.

The approach of Pazienza and colleagues16 is closest to the one that we present
in this study. Similarly, they used syntactic graph distance for the task of textual
entailment. Their work differs from ours in the details of matching vertices and
their lack of any negation treatment. Pazienza and colleagues use entailment and
generalization relations in WordNet18 in addition to synonymy to compute vertex
similarity. The use of entailment and generalization/hypernymy relations is prob-
lematic because a more specific concept implies a more general one but that does
not mean the two are similar (as Pazienza and colleagues used hypernymy relations
for). For instance, researcher entails person but person does not entail researcher;
although person is a generalization of researcher according to WordNet. Pazienza
and colleagues use several intermediate measures to compute their overall distance
between the T-graph and the H-graph. Each intermediate level has its own param-
eters and each of these parameters needs to be tuned. Unfortunately, exactly how
this parametrization is performed is not specified.

Zanzotto and Moschitti19 developed an approach that combines lexical and syn-
tactic similarity measures both for intra-pair and cross-pair for Text-Hypothesis
pairs. They used the proposed similarity scheme as a kernel function in Support
Vector Machines (SVM, see Cristianini and Shawe-Taylor20 and Vapnik21) in order
to automatically learn rewrite rules, which are used to detect syntactic similarities
between Text and Hypothesis. The role of the kernel function is to map the data
into a new space in which a solution is easier to find. This approach is similar to ours
in that we both use lexical and syntactic information for the entailment decision.
However, their tree-based similarity measures do not capture remote dependencies,
and (like Pazienza and colleagues16) they do not handle negation.

3.3.1. Knowledge-intensive Approaches

Raina et al.17 proposed a knowledge intensive approach that uses abduction and
first-order logic representations that are enhanced with semantic information. Extra
resources are also built manually by the authors, including a matrix of preposition
similarity values (e.g. over and above), a list of 206 countries and their derivatives
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(e.g. Philipines - Filipino), and a list of 276 frequently occurring acronyms in a large
corpus. As with any such complex system, we question the scalability or the cost of
transfer to new domains or data. We also question the quality of the weights used
in the abductive process, given the limited number of resources available.

4. Our Approach

The task of entailment requires a repository of language processing components.
Table 1 shows some examples from the Recognizing Textual Entailment1 data sets
and what type of linguistic knowledge would be necessary for each to be solved. The
first column indicates the pair id as assigned by the Recognizing Textual Entailment
Challenge1 organizers. In parentheses, next to the pair id, there is the judgment
assigned to the pair by the Recognizing Textual Entailment Challenge annotators.
The annotators were instructed to judge a pair as TRUE (T) if the meaning of the
Hypothesis can be logically inferred (entailed) from the meaning of the Text, as
would typically be interpreted by people. Otherwise, the pair was judged FALSE
(F). The second column contains the type of the text fragment. The text fragment
itself is pasted into the third column. The last column provides clues as to what is
needed (beyond bag-of-words) in order to recognize the entailment relation for the
pair. For instance, for pair #1981, the remote dependency between not and enter is
important, as is negation treatment. In contrast, the final pair in the table requires
other types of knowledge to be solved. Such cases are beyond the scope of our study.

Table 1. Examples of Text-Hypothesis pairs from the Recognizing Textual Entailment (RTE-1)
Challenge.

Pair ID Type Content Solution

2132 (F) Text Ralph Fiennes, who has played memorable villains remote dependencies,
in such films as ’Red Dragon’ and ’Schindler’s List,’ lexical relations,
is to portray Voldemort, the wicked warlock, paraphrasing
in the next Harry Potter movie.

Hypo Ralph Fiennes will play Harry Potter in the next
movie.

1981 (F) Text The bombers had not managed to enter the remote dependencies,
embassy compounds. negation

Hypo The bombers entered the embassy compounds.

878 (T) Text A British oil executive was one of 16 people killed remote dependencies
in the Saudi Arabian terror attack.

Hypo A British oil company executive was killed
in the terrorist attack in Saudi Arabia.

98 (F) Text Sharon warns Arafat could be targeted for hypothetical phrases
assassination.

Hypo prime minister targeted for assassination

In this paper, we fully implement and investigate the impact of lexico-syntactic
information on entailment. Our solution for the task of Recognizing Textual Entail-
ment is based on the concept of subsumption. In general, an object X subsumes an
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object Y if and only if X is more general than or identical to Y; alternatively, we can
say that Y is more specific than X. The same idea applies to other applications such
as object recognition and DNA second structure analysis. When applied to textual
entailment, subsumption translates into the following: text T entails hypothesis H
if and only if T subsumes H.

The solution to entailment that we propose has two phases: (I) map both T
and H on to graph structures and (II) perform a subsumption operation between
the T-graph and H-graph. An overview of the processing flow is shown in Figure 1.
Each component is described in detail in the following sections.

PHASE I PHASE II

Preprocessing

(tokenization, lemmatization, parsing)

TEXT HYPOTHESIS

Dependency Graph Generation

Final Graph Generation

Dependency Matching

Vertex Matching

Negation Handling

Scoring

DECISION

(TRUE or FALSE)

Fig. 1. Processing flow in our approach.

4.1. Phase I: From Text to Graph Representations

The two text fragments involved in a textual entailment decision are initially
mapped on to a graph representation. The graph representation we employ is based
on the dependency-graph formalisms of Mel’cuk22. The mapping process has three
stages: preprocessing, dependency graph generation, and final graph generation.

In the preprocessing stage, we separate the punctuation from words (tokeniza-
tion), we map morphological variations of words to their base or root form (lemma-
tization), we assign part-of-speech labels to each word (tagging), and we assess the
inter-relationship of major phrases within the texts (parsing). The preprocessing
continues with a step in which parse trees are transformed in a way that helps the
graph generation process in the next stage. For example, auxiliaries and passive
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voice are eliminated but their important information is kept: voices are marked as
additional labels to the tag that identifies the verb, whereas aspect information for
the verb that a modal verb acts upon is recorded as an extra marker on the node
generated for the verb.

Another important step in the preprocessing stage identifies major concepts in
the input, such as named entities, compound nouns, and collocations. One reason
for the importance of this step is that entities may appear as composed of multiple
words in T (e.g. Overture Services Inc), whereas they appear as a single word con-
cept in H (e.g. Overture). To insure a better treatment of such cases, collocations
composed of a sequence of common nouns are edited into a single concept. Collo-
cations composed of proper nouns, i.e. named entities, are not edited into a single
concept to be able to map occurrences such as Overture Services Inc to Overture.
This is achieved by replacing the consecutive words forming a collocation with a new
concept composed of the individual words glued with an underscore. A dictionary
of collocations (compiled from WordNet18) and a simple algorithm help us detect
collocations in the input. The collocation algorithm looks for the longest sequence
of consecutive words that can be identified as a collocation in WordNet.

The second stage (dependency graph generation) is the actual mapping from
text to the graph representation. This mapping is based on information from parse
trees generated during the parsing process. A parse tree groups words in a sentence
into phrases and organizes these phrases into hierarchical tree structures from which
we can easily detect syntactic dependencies among concepts. We use Charniak’s23,24

parser to obtain parse trees and the head-detection rules of Magerman25 to obtain
the head of each phrase. A dependency tree is generated by linking the head of each
phrase to its modifiers in a straightforward mapping process34. The parser also
does part-of-speech tagging. We chose Charniak’s parser because it outperformed
similar phrase-based parsers on an across-genre evaluation experiment26 in which
texts from different genres were used to evaluate the parsers.

In the third stage (final graph generation), we address a problem with the depen-
dency tree. Specifically, a dependency tree only encodes local dependencies (head-
modifiers) but it does not encode remote dependencies, as with the remote subject
relation between bombers and enter in Figure 2. Thus, in this stage, the dependency
tree is transformed on to a dependency graph by generating remote dependencies
and direct relations between content words. For an example of a direct relation be-
tween content words, consider the sentence I visited the manager of the company.
For this sentence, the modifier (mod) dependency between the noun manager and its
attached preposition of is replaced with a direct relation between the prepositional
head manager and prepositional object company.

In our approach, remote dependencies are obtained using a naive-Bayes func-
tional tagger. The naive Bayesian model relies on more than a dozen linguistic fea-
tures automatically extracted from parse trees (phrase label, head, part of speech,
parent’s head, parent’s label). The model was trained on annotated data from The
Wall Street Journal section of Penn Treebank27. The accuracy of the functional
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the

bombers not

enter

to

nn

embassy

compounds

the

manage
d−obj

det

subj

det

subj

p−comp

mod

mod mod
to−comp

Fig. 2. Example of dependency graph for the Text of test pair #1981 from RTE-1. (Edges are
labeled with the corresponding syntactic relation to better visualize the correspondence.)

The bombers had not managed to enter the embassy compounds .

nn

objs_comp

subj

subj

obj

nn
subj

The bombers entered the embassy compounds .

mod

mod

Fig. 3. Example of graph representation for test pair #1981 from RTE-1. The graph for the
Text is at the top. The graph for the Hypothesis is at the bottom. (Edges are labeled with the
corresponding relation to better visualize the correspondence.)

tagger is in the 90-th percentile (see Rus & Desai28). Once graph representations
are obtained, a graph matching operation is initialized. The operation is described
in the next section.

4.2. Phase II: Graph Subsumption

We map the textual entailment problem into a specific example of graph isomor-
phism called subsumption (also known as containment). Isomorphism in graph the-
ory addresses the problem of testing whether two graphs are the same (see Skiena29).
In our paper, we consider a graph G = (V, E) to consist of a set of nodes or vertices
V and a set of edges E. Graphs are important because they can represent any rela-
tionship. For example, graphs can model the country’s highway system with cities as
vertices and highways between cities as edges. In this study, we use graphs to model
the linguistic information embedded in a sentence: vertices represent concepts (e.g.
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bombers, joint venture) and edges represent syntactic relations among concepts (e.g.
the edge labeled subj connects the verb managed to its subject bombers). Thus, in
our approach, the Text (T) entails the Hypothesis (H) if and only if the Hypothesis
graph is subsumed (or contained) by the Text graph.

In practice, several variations of graph isomorphism exist. Of these variations,
the subsumption or containment problem best fits our task: Is graph H contained in
(but not identical to) graph T? Graph subsumption consists of finding a mapping
from vertices in H to T such that edges among vertices in H hold among mapped
vertices in T. In our approach, we include a contingency: Attempt a subsumption
but if a subsumption is not possible then attempt a partial subsumption. This
contingency is necessary because the important aspect is to quantify the degree of
subsumption of H by T.

The subsumption algorithm for textual entailment has three major steps: (1)
find an isomorphism between VH (set of vertices of the Hypothesis graph) and VT

(set of vertices of the Text graph); (2) check whether the labeled edges in H, EH ,
have correspondents in ET ; (3) compute score. Step 1 is more than a simple word-
matching method because if a vertex in H does not have a direct correspondent in
T a thesaurus is used to find all possible synonyms for vertices in T. In addition,
vertices in H have different priorities: head words are more important than modi-
fiers. Step 2 takes each relation in H and checks its presence in T. The checking is
augmented with relation equivalences among appositions, possessives, and linking
verbs (e.g. be, have). For instance, smart student would be equivalent to Student is
smart. Lastly, a normalized score for vertices and edge mapping is computed. The
score for the entire entailment is the sum of each individual vertex and relation
matching score. The vertex match consists of lexical matching and aspect matching
(for verbs). The overall score is altered by negation relations. Negation is regarded
as a feature of both Text and Hypothesis. It is accommodated in the entailment
score after an entailment decision is made on the basis of only the lexical and syn-
tactic information on the Text-Hypothesis pair (stripped of negation, if present).
If one of the text fragments is negated, the decision is reversed, while if both are
negated the decision is retained (double-negation). For example, the Text Yahoo
bought Overture does not entail the Hypothesis Yahoo did not buy Overture because
even though the Text subsumes the Hypothesis, the presence of a negation reverses
the decision. In Equation 1, the term #neg rel represents the number of negation
relations between T and H. More details on scoring can be found in Section 5.

4.3. Negation

Negation is important for our approach to entailment. Consider the ideal case of
entailment, illustrated by the T-H pair in Figure 3, where all vertices in H and their
relations can be perfectly mapped on to T. According to our approach (without
negation), a maximum confidence decision of T entails H would be reached. However,
the decision would be wrong because T is negated, whereas H is not. To handle
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such cases, negation treatment is necessary. The following paragraph describes this
treatment.

In our current approach to entailment evaluation, we pay special attention to
two broad types of negation: explicit and implicit. Explicit negation is indicated
by particles such as: no, not, neither ... nor and the shortened form n’t. Implicit
negation is present in text via deeper lexico-semantic relations among different
linguistic expressions, the most obvious example is the antonymy relation among
lemmas, which we retrieve from WordNet. Negation is regarded as a feature of both
Text and Hypothesis and it is accommodated in the score after making the entail-
ment decision for the Text-Hypothesis pair (without negation). If one of the text
fragments is negated, the decision is reversed, but if both are negated the decision
is retained (double-negation), and so forth. In Equation 1, the term #neg rel repre-
sents the number of negation relations between T and H. Obviously, this negation
handling method does not account for all instances of negation. The Discussion and
Conclusions section describes our plans to enhance it.

5. The Scoring

Our formula to obtain an overall entailment score delivers both an entailment deci-
sion between T and H (i.e., TRUE or FALSE) as well as the degree of confidence in
our decision. The produced score has values that range from 0 to 1, with 1 mean-
ing TRUE entailment with maximum confidence and 0 meaning FALSE entailment
with maximum confidence. The formula to compute the overall entailment score is
provided in Equation 1.

entscore(T, H) = (α×
∑

Vh∈VH
maxVt∈VT

match(Vh, Vt)
|VH | +

β ×
∑

Eh∈EH
maxEt∈ET synt match(Eh, Et)

|EH | + γ)×

(1 + (−1)#neg rel)
2

(1)

There are three important components of the entailment score: lexical- or vertex-
matching, syntactic- or relational-matching, and negation. The weights of lexical
matching and syntactic matching are given by parameters α and β, respectively. The
match function returns a value between 0 and 1 indicating the lexical relatedness
of two nodes Vh and Vt. Similarly, there is the synt match function, which returns
a value between 0 and 1 indicating the similarity of two edges Eh and Et. Details of
how the two functions are implemented are given in Sections 4.1 and 4.2. The effect
of negation on the entailment decision is captured by the last term of the equation:
an odd number of negation relations between T and H, denoted #neg rel, would lead
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to an entailment score of 0, whereas an even number will not change the bare lexico-
semantic score. From the equation, we can see that the choice of α, β and γ (where
γ is the free term) can have a great impact on the overall score. The Experiments
and Results section details how the parameters are estimated. By definition, the
entailment score is non-symmetric, entscore(H,T ) 6= entscore(T,H), because it is
normalized based on the characteristics of the Hypothesis (VH and EH). Thus, if
one reverses the roles of T and H, the normalizing factor will change.

5.1. Lexical- or Vertex-Matching

In this section we discuss the lexical component of the overall score (see Equation 1).
Ideally, each concept (or vertex) in H is mapped to a unique concept (or vertex) in
T. However, such an ideal situation seldom occurs, so we need alternative methods
of determining best matches. Table 2 lists categories of lexical matches that need
to be accounted for, e.g. the figure 8 matches the token eight. Identical lexical
matches occur when one vertex Vh in VH has an identical match Vt in VT and all
dependencies/edges involving Vh are among the dependencies of Vt. An identical
match corresponds to a word with the same base form and the same part of speech.
In our approach, there are penalties for deviations from the ideal case, such as
differences in parts of speech.

Table 2. Examples of lexical matchings.

Pair ID Concept in H Concept in T

864 eight 8
864 Qazvin province province of Qazvin
116 teens teen-age girls and young women
n/a Overture services inc Overture

An important issue in lexical matching regards what concepts in the input sen-
tences are to be mapped as vertices on to graphs and thus considered for vertex
matching. For instance, should auxiliaries be included? One reason for including
auxiliaries is that they can encode temporal and aspectual information, serving pur-
poses such as genre identification (see Duran, McCarthy, Graesser, & McNamara30).
On the other hand, such calculations can greatly increase the processing complexity.

Based on analyses of development data, our current approach is to ignore auxil-
iaries, tag modals to main verbs, and lemmatize tokens. These decisions stem from
comparisons of the degree of lexical matching of T-H pairs under each alternative
condition. For instance, the number of fully matched pairs (all vertices in H-graph
can be mapped on to the T-graph) increased by only 1 (0.97%; 1 out of 103 fully
matched pairs) when auxiliaries and modals were dropped. The number of only-one
lexical-mismatches (all words but one is matched) changed equally little (0.96% dif-
ference; 2 out of 208 only-one lexical-mismatched pairs). Given such small returns,
our current approach does not include evaluation of auxiliaries and modals; how-
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ever, their impact is retained for later processing as an extra tag on the main verb
they modify. In contrast to auxiliaries and modals, the impact of lemmatization
was significant: only-one lexical mismatch increased by 61% (by 94 pairs from 154
pairs) with full matching increased by more than 78% (an increase by 45 from 58
fully-matched pairs).

Once the concepts to be mapped as vertices are identified, all that remains to
be done is the actual matching of vertices. This process starts with nouns and
verbs, and continues with their modifiers. An identical match is initially attempted;
however, two possible problems may arise: multiple direct matches or no direct
match. The former case is handled by using syntactic information. If a preposition
in H has multiple matches in T, then the system chooses the match in T that has
the prepositional head and object matched to the prepositional head and object of
preposition in H (see of in pair 2090: T: Alice Walton, daughter of Sam Walton, the
founder of Wal-Mart H: Alice Walton is the founder of Wal-Mart). Almost half of
the T-H pairs exhibit this multiple direct match problem. For the no identical match
problem, synonymy relations in WordNet are used (see Section 7.3). A Hypothesis
concept is matched against all synonyms of a text concept as indicated by its senses
in WordNet. If one of the synonyms matches the Hypothesis vertex, we consider it
a successful match. It is also possible that more than one synonym (from different
senses of the same word) match the Hypothesis vertex. Our solution to this problem
is to make a selection in the following order of priority: (1) the most specific sense,
(2) the sense whose gloss has the highest overlap in content words with the text, or
(3) the most frequent sense. The latter selection has the highest likelihood of being
correct. A small penalty on the lexical score is applied to indicate no direct match
was found and that the match could be through a wrong sense in WordNet.

Verbs have some idiosyncrasies that need to be addressed when the previous
vertex-matching methodology is applied. In particular, we need to pay attention to
the impact of auxiliaries and modals. (It should be noted that will is considered
to be an auxiliary in this paper, although some linguistic theories classify it as a
modal.) We use an entailment table for verbs (see Table 3). In the table there are two
rows and two columns, one indicating verbs accompanied by modals and the other
indicating unaccompanied verbs. Each cell specifies whether the row entails the
column. For instance, the cell corresponding to the can + verb row and the column
verb contains the statement does not entail. In contrast, the cell corresponding to
the verb row and the column can + verb contains the statement does entail. Thus,
to use lexical examples, can read does not entail read; even though, read does entail
can read.

5.2. Syntactic or Edge Matching

A perfect syntactic score is only assigned to a T-H pair if all dependencies in H,
denoted as the set of edges EH of the H-graph, are found in ET . The label of the
edge and its vertices need to be matched for a perfect score. The syntactic matching
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Table 3. Example of an entry in the table
for verbs.

can + verb verb

can + verb does entail does not entail
verb does entail does entail

step is dependency-centered. We iteratively take each dependency in H and look for
a corresponding dependency in T. If more than one dependency is available in T
then we select the one with matched vertices. If only one vertex in the dependency
can be matched, then a penalty is applied to this particular syntactic matching
score. If multiple one-vertex matches are found, then the one with most common
dependencies with the matching vertex in H is selected. The syntactic score is the
sum of individual scores for each dependency, divided by the number of dependencies
in EH .

Syntactic information is extremely important for textual entailment. For exam-
ple, the T-H pair below features all concepts in H having a match in T. Further,
most of the syntactic relations in H have a match in T. Our approach would give
a high entailment score for this pair leading to a TRUE judgment. However, this is
the wrong decision because the missing syntactic relation is crucial: the preposition
head/preposition object relation between capital and France in H cannot be found
in T.

T: Besancon is the capital of France’s watch and clock-making industry and of high
precision engineering.
H: Besancon is the capital of France.

6. An Example

We illustrate our approach on T-H pair #1981 from the standard RTE-1 data set.
The pair is reproduced below.

T: The bombers had not managed to enter the embassy compounds.
H: The bombers entered the embassy compounds.

In Phase I of our approach, the Text and Hypothesis are mapped on to graphs.
Figure 3 shows the result of Phase I for pair #1981. In the figure, we do not
lemmatize words for greater ease of reading. Table 4 shows the graph in a list repre-
sentation of nodes and edges among nodes. During Phase II, graph subsumption is
performed. Nodes in the Hypothesis are mapped on to nodes in the Text. For pair
#1981, all nodes in the Hypothesis graph have an identical match in the Text graph,
leading to a lexical-matching score of 1. The syntactic-matching score is given by
the proportion of edges in the Hypothesis graph that have a match (an edge with
the same label between correspondingly matched nodes) in the Text graph. In our
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Table 4. An illustrative example based on pair #1981 from RTE-1 data set.

Sentence Nodes Edges

Text bomber, manage, not subj(bomber, manage), mod(not, manage)
enter, embassy s comp(enter, manage), subj(bomber, enter)
compound mod(not, enter), obj(compound, enter)

nn(embassy, compound)

Hypothesis bomber, enter subj(bomber, enter), obj(compound, enter)
embassy, compound nn(embassy, compound)

example, the syntactic-matching score is also 1. The number of negation relations
is again 1; because the matched enter in the Text is negated. The final score is
thus (α × 1 + β × 1 + γ) × ( 1+(−1)1

2 ). For a balanced weighting scheme in which
the lexical and syntactic components are equally weighted, the parameter’s values
would be α = 0.5, β = 0.5, and γ = 0. We can now compute the final score for
pair #1981, which is 0. A score of 0 triggers a FALSE entailment decision with
maximum confidence.

7. Experiments and Results

Before we present the results of our approach, let us look at the experimental setup
as defined by the Recognizing Textual Entailment task.

7.1. Experimental Setup

The dataset of Text-Hypothesis pairs was collected by human annotators. It consists
of seven subsets, which correspond to typical success and failure settings in different
applications: Question Answering, Information Retrieval, Comparable Documents,
Reading Comprehension, Paraphrase Acquisition, Information Extraction, and Ma-
chine Translation. Within each application setting, the annotators selected both
positive entailment examples (judged as TRUE), where the Text entails the Hy-
pothesis, as well as negative examples (FALSE), where entailment does not hold.
The data set is split with an approximately equal number of each type.

The evaluation of our approach is automatic. The judgments (or classifications)
returned by the system are compared to those manually assigned by the human
annotators (the gold standard). The percentage of matching judgments provides
the accuracy of the run, i.e. the fraction of correct responses.

As a second measure, a Confidence-Weighted Score (CWS, also known as average
precision) is computed. Judgments of the test examples are sorted by their confi-
dence in decreasing order from the most certain to the least certain, as calculated
in the following measure:

1
n
∗

n∑

i=1

#− correct− up− to− pair − i

i
(2)

where n is the number of the pairs in the test set, and i ranges over the pairs.
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The Confidence-Weighted Score ranges from 0 (no correct judgments at all) to
1 (perfect score), with higher scores indicating greater confidence in the correctness
of the judgments.

7.2. Results

We began evaluation of our approach by considering two baselines: a lexical overlap
method and the approach presented in Monz and de Rijke13. It should be noted
that no baseline has been established that researchers widely endorse. In Dagan et
al.2, the first suggested baseline is the method of blindly and consistently guessing
TRUE or FALSE for all test pairs. Because the test data was balanced between
TRUE and FALSE outcomes, this blind baseline would provide an average accu-
racy of 0.50. Randomly predicting TRUE or FALSE is another blind method that
leads to a run being better than chance at the 0.05 level for the condition CWS >

0.540/accuracy > 0.535; or better than chance at the 0.01 level for the condition
CWS > 0.558/accuracy > 0.546 (see Dagan et al.2).

In this study, we experimented with alternative baselines. The first baseline we
used involved lexical overlap: tokenize, lemmatize (using the wnstemm function for
stemming in the WordNet library), ignore punctuation and compute the degree of
lexical overlap between H and T. We normalize the result by dividing the lexical
overlap by the total number of words in H. If the normalized score is greater than
0.5, we assign a TRUE value, meaning T entails H; otherwise we assign FALSE. The
normalized score also plays the role of the confidence score necessary to compute
the CWS metric. The results for CWS and accuracy were close to chance, which
supports the claim that the test corpus was balanced in terms of lexical overlap.
The precision (only accounting for positive entailment cases) of 0.611 on this lexical
baseline method suggests that higher lexical matching may be a good indicator of
positive entailment.

The second baseline is the previously mentioned approach presented by Monz
and de Rijke13. We applied this approach to the Recognizing Textual Entailment
data to compare a pure word-level statistical method to our method, and also to
assess the extent to which tf-idf (term frequency - inverted document frequency) fits
RTE-like data. The Recognizing Textual Entailment task uses sentence-like Hs and
Ts as opposed to the paragraphs used in Monz and de Rijke13. A larger context,
with more words in both H and T, can favor a word-level statistical method. Briefly,
tf-idf uses idf as a measure of word importance, or weight, in a document. The idf
weights are derived from the development data and then an entailment score is
computed according to the equation below. In the equation below, tk represents a
term (or word) and idfk represents tk’s idf value.

entscoreIDF (T,H) =

∑
tk∈(T∩H) idfk∑

tk∈H idfk
(3)

Every score below a certain threshold leads to a FALSE entailment and every
score equal to the threshold or above leads to TRUE entailment. We obtained the
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optimal threshold (0.5) from different runs with different thresholds (0.1, 0.2, ...,
0.9) on the development data. The results for the test data presented in the second
row in Table 5 are from the run with the optimal threshold.

The third row in the table shows the results on test data obtained with our
proposed graph-based method. We used the development data to estimate the pa-
rameters of the score equation and then applied the equation with the best fit
parameters to test data. We used linear regression to estimate the values of the
parameters and also experimented with balanced weighting (α = β = 0.5, γ = 0):
the balanced weighted scheme provided the better results. The score provided by
the formula was subsequently used to compute the entailment decision (TRUE or
FALSE) and the level of confidence. Depending on the value of the overall score,
three levels of confidence were assigned: 1, 0.75, 0.5. The cutoff points were (above)
0.9 and (below) 0.1 for TRUE and FALSE entailment with confidence 1, respec-
tively; above 0.75 but below 0.9 and below 0.25 but above 0.1 for TRUE and FALSE
entailment with confidence 0.75, respectively; and everything else was rated with
0.5 confidence. For instance, an overall score of 0 leads to FALSE entailment with
maximum confidence of 1. The results reported by our graph based approach on test
data were significantly higher than the baseline at the 0.01 level. For comparison
purposes, the bottom rows in Table 5 replicate the results of systems that partici-
pated in the Recognizing Textual Entailment Challenge1. For cases where systems
report more than one run, we report only the best result. We selected the best
results for runs that use similar resources to ours, as indicated in Table 2 by Dagan
et al.2: word overlap, WordNet, and syntactic matching. In Table 5, we identify the
cited systems using the names indicated in Table 2 by Dagan et al.2. The system
labeled Zanzotto is that described in Pazienza et al.16, which was discussed in the
Related Work section above. The Punyakanok system is presented in Rodrigo de
Salvo Braz et al.31. The Punyakanok system has two major components: a hierar-
chical knowledge representation to represent sentences, i.e. the Text and Hypothe-
sis; and a knowledge base of syntactic and semantic rewrite rules. The hierarchical
knowledge representation is based on Description Logic. The representation is equiv-
alent to concept graphs. Words (or phrases) in a sentence are mapped on to nodes.
Nodes can have attributes such as the part-of-speech of the corresponding node.
Edges between nodes represent relations between words (or phrases) at different
levels of abstraction (syntactic or semantic). The knowledge base contains about
300 rewrite or inference rules that were either derived from the paraphrase rules
of Lin and Patel36 or manually derived. The knowledge base component and the
semantic level representation of edges makes the Punyakanok system a knowledge-
intensive rather than a lexico-syntactic approach. As such, there is some question
as to the classifications used in Table 2 in Dagan et al.2 The Andreevskaia system32

uses simple Predicate Argument Structures augmented with WordNet lexical chains
among core concepts (e.g. verbs) and with simple heuristics to find semantic sim-
ilarities among the Text and Hypothesis. The Predicate Argument Structures are
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simple representations that identify the subject and the verb and its arguments. Fi-
nally, the Jijkoun33 system uses two lexical similarity measures between individual
words combined with frequency-based term weighting. Basically, for each word in
the Hypothesis the system finds the closest match in the Text based on two mea-
sure of word similarity: one based on dependencies and one based on lexical chains
in WordNet. If a word in the Hypothesis has no matches in the Text, its weight
is subtracted from the overall score as a penalty measure. The Jijkoun system is
similar to Monz and de Rijke13 in that words are weighted.

Table 5. Performance and comparison of dif-
ferent approaches on RTE-1 test data.

System CWS Accuracy

baseline 0.5433 0.537
idf-baseline 0.4967 0.505
our approach 0.6043 0.553

Zanzotto (Rome-Milan) 0.557 0.524
Punyakanok 0.569 0.561
Andreevskaia 0.519 0.515
Jijkoun 0.553 0.536

7.3. The Impact of Thesauri

In this section, we assess the impact on entailment of the synonymy relation be-
tween words as extracted from WordNet. More specifically, we assess whether such
an external resource makes a significant contribution to the entailment evalua-
tion. Adding WordNet as a component comes at the expense of longer running
times, caused by the requirement of calling synonymy relations from the WordNet
database.

Synonymy is a lexical relation between words. Two words are considered syn-
onyms if they have the same meaning in certain contexts. A stronger definition
requires synonyms to have the same meaning in all contexts. Such a strong defini-
tion is less practical as few words share the same meaning in all contexts and many
linguists would argue that none do. Lexical resources that group words based on
synonymy are called thesauri, e.g. WordNet and Roget’s Thesaurus. Both WordNet
and Roget’s use the former, less conservative definition. We use WordNet as our
source of synonymy among words. WordNet groups English words into sets of syn-
onymous words, or synsets. For instance, student, pupil, educatee are all synonyms
and they form a synset whose meaning is a learner who is enrolled in an educa-
tional institution. Synonymy can be helpful to our approach to textual entailment.
For instance, quickly is a synonym of rapidly in pair 731 shown below. This synonym
increased the lexical matching score of the Text and Hypothesis.
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T: The city Tenochtitlan grew rapidly and was the center of the Aztec’s great em-
pire.
H: Tenochtitlan quickly spread over the island, marshes, and swamps.

In this section, we analyze the impact of synonymy relations, as encoded in
WordNet, on entailment. We start by looking at the distribution of the degree of
lexical matching between Hypothesis and Text, with and without synonymy. We
then examine the entailment scores with and without synonymy.

Figure 4 and the second column in Table 6 show the distribution of the degree
of lexical matching between Hypothesis and Text when synonymy is used. Figure
5 and the third column in Table 6 show the distribution of the degree of lexical
matching between Hypothesis and Text when synonymy is not used. We measure
the degree of lexical matching as the number of concepts in the Hypothesis that
do not have a direct match in the Text, i.e. missing predicates. Thus, the first row
in the table indicates the number of pairs that have 0 missing vertices in H. That
is, the first row shows the number of pairs for which all the vertices in H can be
mapped to a vertex in T, also called lexically fully-matched H. From the table, we
can see that synonymy yielded a significant increase in the number of pairs with
near- or fully-matched H: for 0 missing vertices, there was an increase of almost
8.1%, from 99 to 107, and for 1 missing vertex there was an increase of 3.1%, from
217 to 224. This effect declines as the number of missing vertices increases because
the greater the diversity of the lexical contents of the pairs, the less synonymy is
likely to resolve the diversity. That is, the diversity of the contents of the pairs
indicates genuine differences between the fragments rather than simple differences
in lexical choice.

The important question is whether synonymy, in combination with other
components of the system, can have a significant impact on the overall
entailment result. The performance on the Recognizing Textual Entailment
test data with and without synonymy are (CWS=0.599)/(accuracy=0.555) and
(CWS=0.593)/(accuracy=0.554), respectively, with no obvious impact on the over-
all score present. The differences between the results for the two conditions are not
statistically significant. Synonymy relations were found among 246 concept pairs
(one concept from Hypothesis and one concept from text) in the RTE-1 test data
set. Using synonymy from online lexical resources, such as WordNet, comes at the
expense of longer processing times. Given the impact on the overall score, its value
has to be considered in view of the task to which it is applied.

7.4. High-Confidence Entailment

A follow-up experiment was necessary to assess the impact of the thresholds above
or below which we ascertain that entailment is TRUE or FALSE. The higher the
threshold for predicting TRUE entailment, the more likely the accuracy will be
higher for those predictions. This is similar for predicting FALSE entailment: the
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Table 6. Distribution of the Degree of Lexical Matching on
the Test Data.

Missing Vertices With Synonymy Without Synonymy

0 107 99
1 224 217
2 148 153
3 111 119
4 74 71
5 47 50
6 29 31
7 24 25
8 19 19
9 17 16
10 10 11
11 6 8
12 4 6
13 6 4
14 5 5
15 4 6
16 1 2
17 3 2
18 4 4
19 2 3
20 1 0
21 1 2
22 1 1
28 1 0
29 1 1
30 1 1
31 1 2

lower the threshold, the higher the accuracy for predicting FALSE entailment. We
can use multiple thresholds for different levels of confidence. For instance, any pair
with an entailment score above .95 is TRUE entailment with 1.00 confidence; a
score between .80 and .90 would predict TRUE entailment with .75 confidence, a
score below .10 is FALSE entailment with 1.00 confidence.

In our experiment, we used two thresholds, one for TRUE entailments and one
for FALSE, with everything in between being ignored. So, if the entailment score is
above .90 we say with maximum confidence (1.00) that we have TRUE entailment
and if below .30 we say that entailment is FALSE, again with maximum confidence.
In such a way, our approach produced CWS=0.640 and accuracy=0.670, which is
high compared to current state of the art approaches to entailment. Naturally, the
recall was reduced (.307) since most of the pairs that fell in between .30 and .90
were not solved. Thus, the threshold can play an important role in customizing an
entailment detection system of the sort proposed here.
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Fig. 4. Distribution of the Degree of Lexical Matching on the Test Data (with Synonymy).
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8. Discussion and Conclusions

There are two major aspects of textual entailment, as defined by the Recognizing
Textual Entailment task, that make entailment harder than related tasks. First,
entailment is a fine-precision task that demands an absolute answer. It is consider-
ably more challenging than tasks such as the answer correctness task in Question
Answering, where the best answer among a set of candidates is picked. Second,
textual entailment is highly dependent on domain knowledge, which is not present
in language resources of the kind we used in this work. Despite these challenges,
this study demonstrated that our lexico-syntactic approach to textual entailment
performed significantly better than term frequency - inverted document frequency
baseline approaches. We also showed that our approach returned higher results than
systems that use a similar array of resources. Our approach is fully automated. The
impact of errors from preprocessing, e.g. from state-of-the-art tools that we use
such as syntactic parsers, is limited. A quick analysis of the output of our approach
on the RTE-1 test data showed that only 6% of instances are impacted by errors
from preprocessing. A term frequency - inverted document frequency scheme is not
particularly suitable for RTE-like entailment task due to data sparseness and the
need to perform deeper language processing to capture finer nuances of language.
Our approach also shows that synonymy can help entailment but at the cost of pre-
sumably heavier processing. The inclusion of this module in any application needs
to be considered in light of concerns as to accuracy and cost.

While the results presented in this study are encouraging, we plan to improve
our approach to entailment in a variety of ways. For example, we plan to weight
words by their specificity (Corley and Mihalcea14) and to learn syntactic patterns
or transformations that lead to similar meaning (Patel and Lin35,36; Zanzotto and
Moschitti19). Another improvement is to develop advanced interpretation proce-
dures of compound nouns. Such procedures would determine that toy gun is a toy
and not a gun, and conversely, that football match is a match and not a football.
Syntactic relation matching could also be improved. Error analysis suggests treat-
ing dependencies individually by weighting certain dependencies more than others.
For instance, modifier-modifee relations should have a smaller impact on the overall
outcome than would a subject relation. An improved negation handling component
is also being developed. Most previous research with negation has been at the philo-
sophical level Horn37, Horn & Kato38, Tottie39, but there have been some reports
of computational treatments of negation in the medical field Friedman, Alderson,
Austin, Cimino, & Johnson40, Friedman and Hripcsak41; Mutalik, Deshpande, &
Nadkarni42; McQuire and Eastman43. Such computational research is useful but
limited to detecting the presence of negation in single sentences rather than assess-
ing a comparison across fragment pairs. Our current negation detection algorithm
handles explicit negation (e.g. no, not, neither) and implicit negation (e.g. antonymy
relations). One simple extension to this algorithm will be to assess other plausible
negation concepts such as the words denied, denies, without, ruled out as used in
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Chapman, Bridewell, Hanbury, Cooper, and Buchanan (2001)44. A second exten-
sion will address issues of relative opposites. For example, knowing that an object
is not hot does not entail that the object is cold; it could simply be warm. A similar
issue to the problem of assessing negation is assessing hypothetical sentences. For
example, a possible visit by Bill Clinton to China does not entail Clinton visited
China. In this case, the Text itself is hypothetical, so we are faced with two hy-
potheses instead of a fact (Text) and a hypothesis. We plan to explore this issue in
future work, using a set of clue phrases (e.g. may, if, possible) to detect hypothetical
situations. Temporal expressions handling is another improvement to our approach
that we plan to make in the future. We will study the entailment relation between
temporal phrases such as not available until September and available in September.

Recognizing and assessing textual entailment is one of the most prominent and
challenging tasks in the field of computer science. Its relevance to applications as
diverse as Summarization, Question Answering, and Information Retrieval demon-
strate the importance of the development of accurate and practicable approaches. In
this paper, we presented a lexico-syntactic approach to the task of Recognizing Tex-
tual Entailment that uses minimal knowledge resources and delivers high-precision
results on a class of entailment cases. Our results suggest that this approach is a
significant development toward the goal of effective evaluation of entailment.
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